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ABSTRACT

Three Dimensions of Scheduling

by
Frank Bellosa

The research presented in this dissertation has concentrated on the gathering and
usage of memory access patterns in the area of user-level as well as kernel-level
scheduling, yet covering both time-sharing and real-time aspects. Beside the ques-
tions when a task has to be executed and which CPU should be used, the freedom
of scheduling is enlarged to a third dimension, the speed of execution.

To alleviate the cache effects perceivable after a context switidbyv-On Schedu-

ling extracts information gathered by the virtual memory subsystem to identify
threads which share many pages. These related threads are scheduled so that they
follow upon each other when being executed.The benefit of using memory access
patterns on the coarse level of page access lies in the reduction of the number of
cache misses a thread experiences after the switch if a related thread has run on the
same CPU before.

The trade-off between scheduling overhead and performance gain due to better
locality of reference favors strategies using memory access patterns on the level of
cache access in architectures with non-uniform memory access. A promising strat-
egy using cache-miss information is based on a Markov model to estimate the cost
to establish a thread’s footprint in the cache after restarting it. This strategy offers
the best process reordering and makes a fine-grained architecture-independent pro-
gramming style possible.

A novel approach, calle@rocess Cruise Controkffectively isolates real-time
threads from the timing and memory-access characteristics of other threads running
on different processing units in a multiprocessor environnReatess Cruise Con-

trol avoids the malicious effects of memory preemption by a complete memory-
bandwidth reservation scheme based on information derived from memory-access
counters in the hardware. The execution speed of soft real-time applications is main-
tained while other applications with high memory demands are throttled in their
speed of execution.
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Introduction

The environment of a comprtsystem withinvhich applications can do useful work is deter-

mined by the hardware resources and the software managing these resources. The process sche-
duler is the heart of the resource management. It controls the activity of the processing units and
keeps the sequence of execution up to date. In the first computer systems the process scheduler
was the dominant instance. Other resource management entities had subordinate importance
only. During the past 40 years the relationship between the process scheduler and other resource
managers has changed. More and more parameters had to be considered to determine a schedule
for the processing units. This complexity impedes an efficient and deterministic control of exe-
cution with current operating systems in which adjusting scheduling parameters to achieve spe-
cific results is at best a black avvos)].

The aim of this thesis is to investigate advanced scheduling policies and their interaction with
other resource management entities. We spread the freedom of choice in process scheduling to
three dimensions: the time, the location and the speed of execution. Special focus is on the bi-
lateral influence of memory access and CPU activity.

1.1 The CPU Scheduler — An Autonomous Resource Manager?

The exact quality of a schedule can only be determined if the schedule is predictable. However
a predictable schedule lasts only as long as the world remains unchanged, and therefore a judge-
ment concerning quality may be of limited value in a highly dynamic envirornnoveeit

Executing a process implies operations on many resources. If we can predict, measure and con-
trol those implications, we are able to reduce the dynamics and therefore we can improve the
quality of scheduling.

In the following subsections we describe the interaction between the CPU scheduler and the oth-
er main system resources: caches, main memory, power supply and 1/O.
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1.1.1 Processor Caches

Over the history of semiconductor circuits, processor speed and memory capacity have almost
increased exponentially, whereas the memory latency has not improved significantly. The mem-
ory access time limits the system performance more and more thus leading to a phenomenon
know as thévlemory Wal[wMc94]. Multiple levels of caches are a common approach to deal with

this problem. Processor caches are designed to store the most recently used subset of the main
memory and to feed fast microprocessors at low latencies. From the CPU'’s point of view, caches
are transparent devices to bridge the widening gap between CPU and memory. The sequence of
memory references issued by the CPU determines which memory regions are stored in the cach-
es. An encached memory region can be accessed with a low latency. If a referenced memory
region is not stored in the caches, the CPU has to wait for the transfer of code or data from the
main memory to the cache and the CPU registers. While the CPU is waiting, it has to stall for
several cycles.

The CPU determines the content of the caches by its references, whereas the caches determine
the number of stall cycles the CPU is doing when accessing memory. The more stall cycles hap-
pen the more the speed of execution is reduced. Therefore the CPU influences its own efficiency
by executing a specific stream of instructions with its corresponding memory access patterns.
The CPU scheduler projects the sequence of execution. The dispatcher assigns the tasks to the
processing units according to the decisions of the scheduler. The sequence of execution and thus
the sequence of instructions is determined by the scheduler. Consequently the scheduler influ-
ences the effects of caches on the speed of execution.

While the effects of scheduling strategies on caches have been investigated comprehensively,
[MB90][SL93][TTG95] the feedback of cache-related information to the operating system has not been
considered. If we know about the interaction between CPU and cache and if we can observe it,
we can also control the instruction stream in the scheduler in a way that the cache and CPU tim-
ing behavior is more predictable and the efficiency is improved.

1.1.2 Main Memory

The advances in memory technology concerning performance have not been able to keep pace
with those in processor technology. Processors clocked with hundreds of megahertz can issue
many more memory requests than the memory can service. The memory bandwidth is the vol-
ume of data that can be transferred from/to memory in a time interval. The number of requests
the main memory can service per time interval and therefore the memory bandwidth is limited.
A CPU that issues more memory requests than can be serviced by main memory has to stall.
Stall cycles reduce the efficiency of execution. In multiprocessor systems the available memory
bandwidth is shared by all processing units and DMA devices. Consequently, the processing
units can interfere and influence their efficiency mutually when accessing memory. We call this
effectmemory preemption.

The number of memory requests that a processing unit can issue at best is determined by the
clock frequency and the memory access patterns of the task running on the CPU (see Section
1.1.1Processor CachgsThe scheduler in a multiprocessor system determines the tasks run-
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ning in parallel on the processing units. The interference of the parallel tasks caused by memory
preemption influences the efficiency of execution. The effect of bandwidth limitations is con-
tinuously being investigated by many system-benchmarks to characterize the architectural prop-
erties of computer systenpgcC9s)[Bs97]. But sustained bandwidth is deduced from synthetic
benchmark results and not from measurements inside the hardware, so the behavior of real-
world applications cannot be observed.

If we know the characteristic limits of the main memory and can observe the memory access of
the processing units, we can consider the memory access patterns of individual tasks in the sche-
duler to predict and control the effects of memory preemption. Throttling the memory access or
tuning the clock frequency of individual processing units would be a further means of control

to increase the predictability of schedules and to improve the efficiency of execution of tasks
with high priority.

1.1.3 Power Supply

Power supply and cooling are an environmental condition that was assumed to be available in-
dependent of the device operations. But this assumption does not hold for portable devices with
a limited battery-power and passive cooling- capacity. Therefore power is an essential resource
with an emerging impact on power-sensitive devices requesting high service rate objectives
(e.g., in hand writing recognition on personal digital assistants).

The power that integrated circuits need for operation is proportional to the number of gates and
the clock frequency. The high power consumption leads to the problem of power supply, power
dissipation and cooling. A high performance processor consumes between 26W (UltraSPARC-
Il at 250Mhz) and 60W (alpha 21264 at 300 MHz). Facing the trend of rising clock frequency
and chip complexity two questions arise. Can future systems be supplied with enough power
(e.g., in notebook computers or PDAs) and can the power be dissipated by cooling elements and
fans? Is it possible to reduce the power consumption by sophisticated scheduling and power
management techniques?

Some of today’s processor architectures offer the feature of reducable clock speed to save power
(nteL968]. Reducing the clock speed causes a linear reduction of energy consumption, but a sim-
ilar reduction of performance. So the measure of the energy performance defined in millions of
instructions per joule (MIPJ) is unchanged. However a reduced clock speed creates the oppor-
tunity for quadratic energy savings as the energy is proportional to the square of the voltage. The
voltage level can again be reduced within a range of 2.8 \olts to 1.4 \Volts as long as the clock
rate is reduced in the same manmams9s.

Although the problems of power and cooling do not represent the focus of this thesis, we have

realized that the control of the speed of execution that is necessary to deal with the problems of
memory preemption (see subsection 1.1.2) simultaneously solves the problem of power control.

Consequently there is a bilateral relationship between scheduler decisions and the power con-
sumption of the system which we should keep in mind.
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1.1.4 1/O

Operating systems establish layers of abstraction to hide complex details, to virtualize and to
protect hardware devices which are used to in- and output data. Device drivers or device man-
agers have been developed to make the handling of devices feasible. A drawback of this ap-
proach is a lack of information exchange between process manager and device manager. A run-
ning process may submit a request to a device independent of its priority. The device handles
the request without any knowledge of priority. If the request has been serviced, the submitting
task is awakened and enqueued according to the policy of the scheduler. On a monoprocessor
architecture the handling of requests reflects the policy of the scheduler.

In a multiprocessor with enough processing units a device can be saturated by a low priority task
running on a free CPU, because the scheduling tries to keep the processing units busy without
any knowledge of the state of a device.

A remedy is to associate every activity in a computer system with an active entity like a task or
thread. The scheduler is responsible for the management of threads. Therefore it should have all
available knowledge to account I/O operations to the tasks initiating them. This presumes an in-
formation exchange between CPU scheduler and 1/0O devices to make the schedules more pre-
dictable and to increase the quality of scheduling decisions.

1.2 Three Dimensions of Scheduling

Process scheduling has goals that have to be fulfilled by making decisions with respect to nec-
essary resources. In the last subsection we have outlined the interaction between the CPU and
the essential resources memory, caches, power supply, and 1/0. Scheduling decisions influence
those resources, but the usage of them has an impact on the execution environment of running
processes and therefore on future scheduling decisions as well.

In the past, scheduling had two dimensions. In a uniprocessor the scheduler had to decide which
thread of control should run on the CPU. In multiprocessors another dimension was added: not
only the decisiorwhena thread will run, but alsahereit will run i.e. on which CPUFei97].

Beside the questions when a task has to be executed and which CPU should be used, we enlarge
the freedom of scheduling to a third dimension, the speed of execution to control memory-pre-
emption and power-consumption effects. Thus parallel systems alloeeadimensional divi-

sion of resourceamong competing threads: in tinvehien?, in spaceWhere?y and in velocity

(how fast?}. Within the space of decision, the scheduler has to control the execution in a way
that the scheduling goals are achieved (see figure 1.1).

The quality of a schedule can be improved if we know the interaction between the resources of
interest exactly. The more detailed the information is, the better the schedule can be computed.
Bearing this knowledge in mind we can design improved resource management mechanisms
and scheduling policies.

The coverage of all resources would go beyond the scope of this thesis. Therefore we are ne-
glecting the field of I/0O and are focussing on the area of cache and memory related issues.
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Fig.1.1: The Three Dimensions of Scheduling
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Two types of events build the internal runtime information for scheduling in contemporary ker-
nels: timing information in the form of timer interrupts or clock counters and I/O related inter-
rupts. Timer interrupts make time-sharing scheduling possible whereas clock information is the
basis of processor affinity-scheduling and soft real-time frame- or deadline-schezhgling
Interaction with slow 1/0O devices leads to blocking of processes in the kernel. Deblocked pro-
cesses due to finished 1/O operations normally are executed in privileged mode to improve the
interactive performance and to save buffer resources. Furthermore, the importance of specific
types of /O operations influences the priority boost for deblocked processes. Interaction with
slow devices is therefore an indication for priority adjustment managed by the scheduler.
Memory speed is often a major component of the perceived execution speed of the computer
since the processor can only execute as fast as the memory system provides data. As processors
and cache memories increase in speed, memory system performance has become increasingly
sensitive to the usage patterns and policies of operating syseerss Consequently, memory

access operations, the reading and writing of data to relatively slow main memory, have to be
considered analogous to I/O operations. High speed processor caches are the counterpart to 1/0
buffers. The main memory access of high priority processes via interconnection networks is
equivalent to high priority I/O operations. If it is accepted to influence execution priorities by
slow 1/O events, why should scheduling neglect events related to other slow devices like main
memory and memory data paths?

We introduce an additional class of scheduling parametesory access patterns$the op-

erating system knows about the memory access characteristics of all tasks in the system it can
manage the execution of tasks, such that the effects of memory access are predictable and there-
fore an optimization toward increased efficiency and throughput is possible.
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1.3 Sources of Memory Access Information

In order to investigate potential sources of memory-access information we take a look at con-
temporary 64 bit cache architectures.

Processor First Level Second Level Third Leve
Ultra SPARC | 16 KB virtual data 512KB -4 MB | -----------
16 KB physical instr. physcial
MIPS R10000 32 KB virtual data 512 KB - 16 MB -----------
32 KB virtual instr. physical
PowerPC 620 32 KB physical data 1 MB - 128 MB | -----------
32 KB physical instr. physical
Alpha AXP21164 8 KB physical data 96 KB 1 MB - 64 MB
8 KB virtual instr. physical physical
HP PA-8000 1 MB - 4 MB physical data------------ | ====--------
1 MB - 4 MB physical instf.

Tab. 1.1: Cache hierarchy of contemporary 64 bit processors

They use primary virtually or physically indexed caches with physical tags and secondary phys-
ical caches. In typical computer architectures with a CPU that uses first- and second-level cach-
es we can identify six locations (see figure 1.2) where information related to memory access can
be registered.

Data and Instruction Path -~=www< Data Cache Bypass
Address Path

RN Main
DMMU [ Data
Cachel] Memory
Virtual Data -
Address Memory
“““““““ ? Controller[]
N
Physical teg=—p»|
Physical
crPull A%ress
| Cachel]
Virtual flnstructions : Interconneg
Address Instruction Interfacel] <&
IMMU [ Cachel /O

Fig.1.2: Two-level cache architecture
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» Counters in the processing uhitcan register
— the number of cycles.
— the number of memory references.

— the number of stall cycles while waiting for data or code.

The memory management uhitcan register
— the number of TLB misses for data and instructions.

— the mapping from virtual to physical pages.

The cache controller for the first level cach&é(sgnd second level cache(s$)an register
— the number of cache references.

— the number of cache hits.

The interconnect interface (e.g., bus connector in a bus-based systam)egister

— the number of transferred data and address packets.

The memory controllel] can register
— the number of memory requests which have been serviced by each memory bank.
— the number of bus cycles that memory requests had to wait for to be serviced.

System designers have always observed the behavior of computer systems with hardware mon-
itors to detect bottlenecks and to check the performance gain of architectural improvements.
These points of measurement include the locations in the memory-access path mentioned
above. In the past these sources of information could not be exploited for online usage in an op-
erating or runtime system because the measurement was done with external hardware monitors.
Because of increased clock speed reaching up to several hundred megahertz, external hardware
monitors became more and more expensive due to electrical prerequisites. Today internal event
monitors that count events with full clock rate are an affordable alternative to external monitor-
ing hardware. Thus, monitoring hardware is embedded in advanced computer architectures to
count events occurring inside the processor, the memory system, or the 1/0-subsystem.

Today information from internal event counters is usually used only during the phase of system
development and sometimes for off-line profiling+96]/ABD+97][Con97]. But why should we ig-

nore information for optimizing the behavior of a computer system at runtime?

In this section, we have identified the locations where information related to the memory access
can be gathered. This information will be used in the next chapters to improve the quality of
kernel scheduling (see chapter 2), user-level scheduling (see chapter 3), and real-time schedul-
ing (see chapter 4). Into the bargain we will expand the freedom of execution to the three dimen-
sions location, time, and speed. A discussion about further research in memory-conscious op-
erating system design (see chapter 5) will complete this dissertation. The final conclusion is
drawn in chapter 6.
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Kernel Scheduling

The heart of an operating system is the CPU scheduler. It controls the activity of the processing
units and keeps the sequence of execution up to date. It might be sensible to choose carefully
the sequence of processes in advanced computer architectures in which the sustained perfor-
mance is critically dependent on cache performance. Cache performance depends on locality of
reference. When an operating system switches contexts, the assumption of reference locality
may be violated because the instruction and data of the newly-scheduled process may no longer
be in the cache(s). Therefore we have developed a new approach for evaluating the cache-related
performance impact of virtual memory and in particular a dynamic scheduling policy to allevi-
ate the cache effects directly following a context switch.

2.1 Criteria of Traditional Kernel Scheduling

Scheduling algorithms can be characterized by the criteria they apply to determine the sequence
of executiornsco4].

* CPU utilization:
The scheduler tries to keep the CPU busy. In a system dispatching threads according to
priorities this goal can be achieved by assigning different priorities to different classes of
threads if they become runnable. The scheduler assigns a high priority to a thread which
becomes deblocked. Threads which are CPU bound are assigned a low priority. This keeps
the CPU busy during I/O waits and gives short running threads the opportunity to issue as
many blocking calls as possible.

» Throughput:
The goal is to do as much work as possible by using all resources in the system in the best
manner. Sometimes there has to be a trade-off between CPU- memory- and 1/O-utiliza-
tion. E.g., to keep the 1/0 system busy and to guarantee a high throughput of I/O bound
threads, memory has to be used for 1/O buffers so that there is not enough memory in the
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system to run memory-bound threads efficiently. If there are many runnable memory-
bound threads, the throughput can be improved by executing them sequentially to avoid
all paging or swapping effects.

* Response Time:
In an interactive system the time span between the submission of a request till the first re
sponse is produced should be minimized. The priority of a thread in an information server
(e.g., in a web server) has a high CPU and I/O priority to transfer the first packets of a
request with a low latency. After the first burst of packets the priority decreases to a low
level. This is motivated by the observation that a transfer is frequently aborted shortly after
the first response packets. In order to support a fast overview with a continuous improve-
ment of information, some formats for the description of pictures were designed so that
the picture can be displayed with a low resolution after the first packets and is improved
with further packets. Reducing the response time enables more interactive connections
while reducing unnecessary transferred data, as the user has the chance to abort a transfer
of uninteresting data. Again, this is a kind of throughput because it helps users to make
faster progress towards a solution.

* Real-time criteria:
In a real-time environment a special quality of service (Qo0S) has to be guaranteed. Quality
of service can have many different flavors like
- a cyclic thread has to be executed once per time-period
- a thread has to come to completion before a specified deadline
- the response-time is not allowed to exceed a threshold.

2.2 Follow-On Scheduling

All contemporary scheduling policies which try to satisfy some of the above mentioned criteria
assume a fixed speed of execution. They assume that the execution of one task does not affect
the speed of an other, provided that there are no effects from the virtual memory subsystem
(paging, swapping). But this assumption does not hold for advanced RISC architectures in
which the sustained performance is critically dependent on cache- and MMU performance.

In the next subsection we investigate the impact of scheduling on caches and propose a sched-
uling policy using the memory access information gathered in the memory management unit
(see figure 1.21) to avoid context-switch-related cache misses.

2.2.1 The Impact of Scheduling on Caches

The sustained performance of a computer is considerably influenced by the fast supply of data
and instructions to the processing unit. Processor caches are designed to store the most recently
used subset of the main memory and to provide this subset with low latency in order to narrow
the gap between the slow main memory and the fast processing unit. Cache performance de-
pends on locality of reference; when the sequence of addresses referenced by software cannot

10
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all be stored in the cache, cache misses result. In modern computers, the penalty for a single
cache miss might be tens of cycles (e.g., 50 cycles on a Sun E3000 arch#exts:ng Most
contemporary cache architectures (e.g., UltraSPERG54], MIPS R1000Qvips9s], DEC AXP
21164pEcs]), PPC62Mor94]) use second and third level physical caches to facilitate cache co-
herency and to avoid cache flushing during a context switch (see table 1.1). Memory of multiple
contexts can simultaneously co-reside with portions of the operating system in physical caches.
If two threads with a different working set follow upon each other, the cache content is dis-
placed. In this situation in which the cache is effectively cold-started, the processor stalls due to
cache misses in the instruction-fetch and load/store pipeline stage. The cost to refill all of the
8192 cache-lines of an UltraSPARC-I processor (167 MHz, 512KB E-Cache, 50 cycles latency
see{SUN9se)) is about 2.4 milliseconds. With about 300 context-switches per second, the system
is indeed busy with reloading the cache, and produces almost useless work. Therefore it might
pay to choose carefully the order in which to schedule processes.

2.2.2 Promotion of Cache Reuse by Shared Pages

While small virtual caches are common as primary caches because they permit fast access,
physical caches dominate the area of second level caches. Physical caches ease cache consisten-
cy for 1/0O operations and multiprocessing and require no additional support to eliminate aliases

or ambiguities. Physically indexed caches store a small subset of physical memory without any
consideration concerning context, address space and memory mapping. Therefore, physically
indexed caches can store the working sets of multiple threads, even if these threads belong to
different contexts.

If the working sets of threads differ, large portions of the second level cache have to be loaded
after a switch because multiple divergent working sets do not fit into the cache. On the other
hand cache entries of shared memory regions can be reused after a switch. Switching between
threads that share large parts of their working set results in few cache misses after the re-start,
and thus in good system performafeeess]. Our approach to improve cache reuse is to exploit

the property of shared pages exhibited by many applications.

To investigate the property of page sharing we have to analyze three aspects:
— the type of memory which is shared among threads
— the sets of threads sharing memory
— the degree of sharing between threads

Multithreaded applications and those using shared memory segments for inter-process commu-
nication (IPC) share physical pages filled with data. Shared code pages can be found if a shared
library is mapped into multiple address spaces or if multiple instances of the same executable
are running. Threads which trigger similar kernel activities (networking, filesystem, synchroni-
zation) also share pages related to the kernel (see figure 2.1).

Our analysis of typical application- and information-servers shows that a large fraction of the
physical memory pages is shared by multiple contexts. In a highly loaded server system, there
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Fig.2.1: With physically indexed caches, cache entries of shared pages

can be reused.
are normally many runnable threads in each runqueue sharing a lot of memory. It is desirable
for threads with the same working set to follow upon each other to reuse the content of the
cache, but in contemporary operating systems the sequence of execution is independent of
working-set aspects.

Those threads which share pages have to be identified. If two threads share a large portion of
their working set they are declaredraktives The scheduler should influence the dispatcher

in a way that related threads follow upon each other. We introduce this techniqué&alétiee

On SchedulingBeL97g].

The benefit of Follow-On Scheduling lies in the reduction of the number of cache misses a
thread experiences after the switch, if a related thread has run on the same CPU ledédesl If
threadsreside in the same dispatch queue, the order of the dispatch queue is carefully changed
so that related threads follow upon each other. Especially on highly populated run-queues, the
number of cache misses due to changed working sets can be considerably reduced. A good ex-
ample of a highly populated queue is the fixed-priority dispatch queue dedicated to threads re-
turning from sleep in a Unix System V Release 4 (see figure 2.2).

Dispatch Queue with Priority 59 (Sleep_Return in SVR4):

????? ﬁﬁ?ﬁ? Low cache
B N [ S

Contemporary Scheduling [l roUse

owon sheaing [ S e

ﬁz cache misses due to changed working set

Fig.2.2: Reordering of run-queues by Follow-On Scheduling decisions

On a highly loaded server we observed more than 50 runnable threads in this queue. The longer
the queue, the more effectively the sequence of threads can be optimized.The determination of
related threads is a compute-intensive procedure because there exists no trivial mapping from
protection domains (physical pages — contexts) to active entities (threads). We were therefore
forced to implement a reverse lookup mechanism to coalesce threads and pages.
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2.2.3 TLB-Miss Guided Enqueueing

Scheduling decisions are based on information. Follow-On Scheduling extends the deciding
factors of contemporary schedulers (timing, priority, event-type, swap-state of process, reason
for blocking) by adding information concerning the relationship between threads. To gather this

additional information we considered three data structures which store memory-access informa-
tion.

» The page table provides the complete mapping from virtual to physical address space. The
detection of heavily used pages is difficult due to the low scan rate of the clock algorithms
used to provide information for paging decisions. The page table is not a CPU-local struc-
ture, so we cannot distinguish the page access of multiple processors. Traversing the page
table is a complex task and the access bits of the page table entries do not provide infor-
mation to distinguish the page access of multiple threads assigned to the same process.
Finally, the page table does not allow the detection of shared kernel resources.

» Small memory regions are frequently used to cache the page table. These page table cach-
es narrow the gap in access speed between the tiny full-associative TLB and the complex
page table. The translation storage buffer (TSB) of the SPARC V9 architgotgeg] is
one example of such caches managed by software. The design objective of the TSB is to
store the hot spots of the page table in the CPU caches, speeding up the resolution of TLB
misses. The TSB is a CPU-local structure which is easy to access. The typical size of the
TSB allows the analysis of the relationship between processes as the number of TSB en-
tries (usually 32768 pages) is quite high. It can therefore be used to identify shared pages.
The TSB gives no hints to enable the detection of related threads because it contains con-
text information but no thread-specific information.

» The TLB is a hardware structure which is hard to read. But the TLB-miss handler can be
modified so that it makes a note of TLB misses in a trace buffer local to each CPU. Be-
cause there is no kernel virtual memory while executing the TLB-miss handler, the thread-
ID of the currently running thread has to be stored in a CPU-local memory region in phys-
ical memory. This task is done in the switch routine. Now we can trace the thread-I1D caus-
ing a TLB miss and the page frame number loaded into the TLB {seefigure 2.3).
Because the trace is not influenced by the MMU context, the page access of a thread can
be observed independent of whether the thread is running in user- or in kernel-space. By
periodically analyzing the trace buffer, we know exactly which pages are accessed by a
specific thread and the degree of relation between all threads of execution.

The idea of using TLB-information was proposedsims] to detectcorrespondenpro-
cesses on kernel level to influence co-scheduling of parallel jobs. The aim of co-schedul-
ing lies in the reduction of coordination-overhead in a parallel computer. However, the
aim of Follow-On Scheduling is the optimization of the sequential execution on a single
CPU.

Despite the complex modification of trap handling, switching routines and CPU-specific data
structures, we chose the third approach for our implementation of Follow-On Scheduling. A
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SUN Enterprise server running the Solaris 2.5.1 operating system is the platform of our proto-
type.
The analyses of the trace data are done by the scheduler which updates a table representing the

relation between threads surviving multiple scheduling cycles (short-living interrupt threads are
filtered out). This table, callethread Relative Tabléseell in figure 2.3), gives hints to the

L4 [2 [ 3]
TLB-Miss Handler
Enqueueing
Hint
Thread ID| PageFrame e\ll((e)ry Thread _id Relatives
1732 seconds 2
4321 2 3
2 4321 4 5|3
3 173 5 2
[J TLB-Trace Buffer (32KB) [] Thread Relative Table

Fig.2.3: TLB-miss guided enqueueing

enqueueing functions. If a related thread is found near the location where a thread is designated
to be enqueued (normally at the front or back of the queue), other threads can be bypassed. To
prevent starvation, the scope of the lookup function should be limited to two or three queue po-
sitions. Furthermore a thread can only be bypassed a few times.
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The results are very promising. On our server we could clearly identify classes of threads shar-
ing a lot of pages. For example we ran a highly loaded Apache WWW-server &rtatigen
LibrarySystem (ELiS) with 30 active users searching the libraries of the university. Both appli-
cations imply frequent blocking due to I/O events. Snapshots of the runqueues (see table 2.1) of
a highly loaded server demonstrate the effects of Follow-On Scheduling. Without any applica-
tion-specific knowledge, the scheduler is able to identify threads sharing physical pages and to
enqueue them so that they follow upon each other.

2.2.4 Measurements

Follow-On Scheduling is running in a production environment on SUN Ultra-I workstations and
on a SUN Enterprise 3000 server. As we intended to demonstrate our results in a production en-
vironment, we had to use the available hardware for an analysis and could not use a simulation
of new hardware enhancements like those propoSasiNigge] or [JH97].

In order to determine the number of cache misses more precisely, we have established virtual
event counters which register events like cache misses or clock ticks. While handling traps we
update virtual 64-bit counters located in the CPU- and thread-structures using the values of the
physical 32-bit counters (see figure 2.4).

Module 1 Module n Event Counter

CPU || cPU | « « | cPU || cPU | |=—Ticks
Cache | | Cache Cache || Cache | |<—Cache Misses

Bus-Connector | | Bus-Connector

Memory | | Memory

Gigaplane

SUN Enterprise X000 Architecture

Fig.2.4: Enhancing the thread- and CPU-context by
cache misses and clock ticks

It was our intention to access the virtual counters from user-space without any system call be-
cause we do not want to influence the operating system by additional calls. Our approach is an
enhancement of thproc -filesystem which provides kernel-virtual addresses of those regions
where virtual counters are stored. After mapping those regiongdenkmem into the ad-
dress-space of a profiling-daemon, there is no need for system intervention to access sampling
data. An unmodified application can now be observed from a dedicated CPU without any influ-
ence on the application’s execution. To observe the behavior of individual threads we developed
the CacheExplorer97, a combination of a sampling process, pinned on a free CPU and a visual-
ization tool, running on a remote host (see figure 2.5).The explorer visualizes the location
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(CPU) of execution of a thread and the thread- as well as the CPU-local number of cache refer-
ences and cache misses.
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Fig.2.5: CacheExplorer97

With approximately 20,000 TLB misses per second the overhead of TLB tracing amounts to
about 5000 second-level cache misses per second. This can be neglected on a server where half
a million cache misses per second occur. The analysis of the trace buffer every 2-10 seconds
adds 10,000 cache misses per second and does not severely influence the cache performance.
Having obtained detailed information about the cache- and TLB-behavior of our system, we re-
alized that there is no reproducible performance improvement on our production servers. The
reasons are:

» The CPUs browse through large code and data regions inside the scheduler and dispatcher
(see also section 5Nlemory-Conscious Data Structu)ye3his exceeds the capacity of
the caches found in our machines (512 KB 2nd-level caches).

» The shared libraries used in our applications (libc, libsocket, etc.) do not use functionality
provided by the hardware (Visual Instruction Set of the UltraSPARC-I CPU) to bypass the
cache while copying memory. Polluting the cache with load/store operations of one-way
data displaces reusable cache entries.

» The physical pages frequently have the wrong page color. Erratic page coloring implies a
large number of conflict misses.
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Therefore the second-level cache is frequently cleared of shared data and code. The few remain-
ing cache lines available for reuse are not sufficient to demonstrate that the number of cache
misses can be reduced and thus the overall performance improved.

2.2.5 Prerequisites of Follow-On Scheduling

2.2.5.1 Cache Bypassing

Processor caches are designed to store the most recently used subset of the main memory and
to provide this subset with low latency. But a large fraction of computational work is done with
data that will never be reused. Examples are multimedia data streams, network streams, or huge
data structures traversed in search operations. Processing of this types of one-way data draws
no benefit of caches. On the contrary, one-way data displaces valuable cache contents.

Processor designers have recognized the problem of one-way data in the field of multimedia.
Most advanced processor architectures (e.g., UltraSPAR®@9EA], Pentium MMX]INTEL96A])

offer instructions to support operations on multimedia data streams. Beside arithmetic opera-
tions they offer load/store operations that transfer data between the memory and the floating
point registers without storing them in the caches. These non-caching load/store operations can
be used to zero and copy memory blocks as well.

But in the field of integer and logical operations on one-way data those multimedia instructions
cannot be applied because they do not support the usage of the integer registers. For further re-
search we recommend to investigate load/store instructions that:

(1) bypass the first and second level cache.
Transfers from memory directly into the registers would not pollute the caches when the
CPU has to browse in search functions through huge data fields.

(2) bypass the second level cache but store data in the first level cache.
Reuse of data in the first level cache without polluting the second level cache could sup-
port operations on network streams where packets have to be assembled and disassem-
bled. This task requires for a short period a working set that does not fit into the registers,
but that is not worth to be stored in the second level caches because it will not be reused
extensively.
Allocating cache lines in the first-level cache without a backup in the second-level cache
breaks the law of caching that each level of the memory hierarchy stores a subset of mem-
ory blocks stored in the level below. If we do not have a backup in the second level cache,
we run into trouble in the presence of multiprocessing because there is no mechanism to
invalidate first-level cache lines which are not stored in the second-level cache. Conse-
guently the proposed operations may not be applied to data that might be shared by mul-
tiple processors.

If one-way data or reduced reusable data can bypass the second-level cache, the effective foot-
print of a thread in the cache is reduced and therefore more footprints find room in the caches.
This paves the way for scheduling policies which aim to improve the reuse of cache contents.
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Our investigations of real-world applications have shown that there are enough shared pages and
corresponding threads so that Follow-On Scheduling should draw remarkable benefit from re-
ordering the sequence of executions according to the relationship of the threads. If we do not
pollute the caches, we can increase their efficiency by advanced scheduling policies and im-
prove the performance of the system.

2.2.5.2 Page Assignment and Page Re-Coloring

Large physically-indexed caches can provide memory efficiently, only if the mapping from vi-
rtual to physical pages takes the working set of processes into consideration. With operating sys-
tems neglecting the page mapping of working sets, memory blocks in different physical pages
with the same prefix in their physical address (same page color) can compete for the same cache
region (cache bin), even if large parts of the cache are not used. This results in bad processor
performance and unpredictable execution time.

direct mapped physical memory direct mapped
physical cache physical cache

el

»

—]- frequently referenced pages

—— - rarely referenced pages

Fig.2.6: Page placement

The left placement in figure 2.6 is poor because it maps frequently referenced pages on the same
cache bin where they compete for the same cache lines and cause many conflict misses. In a
mapping like the one in the right side of figure 2.6 the cache bins are evenly utilized and many
conflict misses can be avoided. If the number of cache misses is dominated by conflict misses,
we cannot draw any profit from advanced scheduling strategies which try to minimize the num-
ber of compulsory and start-up misses.
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As we could measure no benefit from Follow-On Scheduling implemented in the Solaris oper-

ating system, we took a look into the page mapping to identify it as a k.o. criterion for our sched-

uling approach. We investigated the page mapping in a single processor workstation with a di-
rect mapped physical cache of 512 KB with 8 KB page size.

If we assume a random placement, we have a binomial distribution if the number of pages in the
system is large compared to the number of allocated pages. The probability X that we have p
pages mapped to the same cache bin when allocating P pages on a cache with C colors is:

i by = PO _10P
X(pinbin) = (51 %_ED (2.1)
A page conflict exists if more than one page is mapped on the same cache bin. If p pages are
mapped to the same cache bin we have (p-1) page conflicts. The number of expected conflicts
can be calculated according to equation 2.2:

p
- _ PoicPg _10°P
RandomConflictg,g = CpZZ(p—l)EbEB:D%—C—:D (2.2)
Using equation 2.2 we can plot the number of additional page conflicts when allocating a work-
ing set of P pages compared to an optimal page mapping.

20

64 pages: cache size
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additional page conflicts
H
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working-set size in pages
Fig.2.7: Additional page conflicts in a direct mapped physical cache
assumed random placement (512 KB cache size, 8 KB page size)

We see in figure 2.7 that the number of cache conflicts reaches its climax of 23 conflicts when
the working set has the same size as the cache (64 pages). If we allocate 32 pages, we still can
expect more than 7 page conflicts. Assuming a random mapping we have to realize that a re-
markable number of page conflicts can be notified if the working set has a size of 25%-100% of
the cache size. But does the assumption of random mapping apply to systems used for the im-
plementation and measurement of Follow-On Scheduling?
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We investigate the page mapping for memory segments in Solaris 2.5.1 Unix System V.4.

@ Page Conflicts after Reboot
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Fig.2.8: Page conflicts in a direct mapped physical cache
(512 KB cache size, 8 KB page size)

After the reboot of the system, the allocation of physical memory is almost optimal. Having this
page mapping in normal operation would greatly support memory conscious scheduling strate-
gies like Follow-On Scheduling. Unfortunately, the mapping tends to a random mapping if the
system is running and many pages have been paged out and paged in.

The impact of page mapping on caches has been investigated in detail in the last years, but only
a few results of the research seem to have been incorporated into today’s operating systems. In
[Kes91] and[LF91] the behavior of multi-megabyte secondary caches has been examined and many
page mapping algorithms are proposed. To deal with the problem of erratic page mapping in dy-
namic operation, a hardware appro@tRc94] and a software approafHtLses] have been de-
veloped to dynamically copy and re-map pages to resolve cache conflicts.

As long as the cache utilization for uninterrupted threads is low due to an erratic page coloring,
the scheduling can’t improve the utilization for systems with frequent context switches. If some
of the well known page placement and re-coloring techniques will be applied, operating systems
can benefit from Follow-On Scheduling.

2.2.5.3 Spinning vs. blocking

Today's operating systems assume that I/O operations are relatively slow compared to context
switches. Therefore they favor to block a thread for each I/O event and switch to another con-

text.

Today some I/O operations are that fast that it is not worth to switch for a short moment to an-

other context and with it to displace valuable cache contents. An example is the exchange of a
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pair of minimal-length network packets in a FDDI network, which takes less than 13 microsec-
onds[MB90]. Sometimes it might be better to busy-wait for a limited period instead of blocking

to avoid the costs of a context switch.

The benefit of spinning versus blocking for short 1/0 operations goes beyond the avoided over-
head of context switches. Reducing the frequency of context switches lowers the number of
working sets which have to be stored in the caches while increasing the size of the working sets.
A reasonable footprint in the cache is a prerequisite to evaluate the degree of relationship be-
tween threads. The more precise the relationship can be determined, the more benefit can a sys-
tem gain from Follow-On Scheduling.

2.3 Conclusions

Sharing of memory pages is a common case in multiprogrammed computers. A design principle
in computer architecture but also in software development is to make the common case fast.
Therefore we should aim to reuse shared memory pages stored in high-speed caches. The virtual
memory subsystem can provide the necessary information about the existence and intensity of
sharing. This information can be used in the scheduler to let related threads follow upon each
other when being executed on the same processing unit.

We have proved that this information can be extracted from online-traces of TLB-miss handler
activities. In an environment with correct page coloring and cache-conscious system software,
Follow-On Scheduling represents an essential step towards the efficient use of caches.
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Parallel processing systems embedding commodity processors have a significant price/perfor-
mance advantage compared to traditional vector computers. Therefore many computer centers
replace their vector machines by parallel processing syst&hike a high degree of vectoriza-

tion was essential to exploit the full performance of traditional supercomputers, a high locality
of reference and a minimal interaction between the processing units are the fundamental re-
quirements for high performance computing on parallel processing systems. In this chapter we
work out the scheduling demands on high performance scientific computing, propose advanced
scheduling strategies using memory access information, and analyze their performance benefit.

3.1 Scheduling Demands of High Performance Computing

Cache-coherent multiprocessors withn uniform memoryaccess (NUMA architectures) like
SGI/Cray Originsclioe] or Convex/HP Exempl@tongs] have become quite attractive as compute
servers for parallel applications in the field of high-performance scientific computing. They
combine scalability and the shared- memory programming model, relieving the application de-
signer of data distribution and coherency maintenance. But there is a potential conflict between
the goals of achieving the full performance of the hardware and providing a parallel program-
ming environment that makes effective use of programmer effort.

The parallelism expressed by “UNIX-like” heavy-weight processes and shared-memory seg-
ments is coarse-grained and too inefficient for general purpose parallel programming, because
all operations on processes like creation, deletion and context switching invoke complex kernel
activities and imply costs associated with cache and TLB misses due to address space changes.
Threads have become a common abstraction in the field of programming languages and operat-
ing systems. Contemporary operating systems (like Solaris, IRIX or MACH) offer middle-
weight kernel-level threads decoupling address space and execution entities. Multiple kernel
threads mapped to multiple processors can speed up a parallel application. But kernel threads
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only offer a middle-grained programming model because thread management implies expensive
protected system calls.

On the one hand, a moderate parallelism may appear to be necessary, both to achieve good cache
performance and to limit the amount of overhead due to thread management. On the other hand,
it may be more expedient to use a more natural and finer-grained programming style using a
high number of threads. Most scheduling decisions are a result of synchronization conditions
among the threads of an application. By moving thread management and synchronization to the
user level, the cost of thread management operations can be drastically reduced to one order of
magnitude more than a procedure gallss]. Some advantages of user-level threads are:

— All scheduling operations belonging to a single application are handled inside the same
address space. Cache and TLB misses are reduced to a minimum.

— The scheduling algorithm and its interface can be designed with respect to the needs of a
specific application, thus offering the optimum in performance and functionality. For ex-
ample, preemptive or priority-based scheduling of threads can be omitted to achieve low
thread management overhead, if a lean scheduler is sufficient for an application.

— Data structures for processes and threads are deeply rooted in most kernels. Only the user
level offers the necessary flexibility in adapting data structures to the degree of parallelism
inherent in an application ranging from several to thousands of threads.

In general, light-weight user-level threads, managed by a runtime library, are executed by kernel
threads which again are mapped on the available physical processors by the kernel. Efficient
user-level threads are predestined for fine-grained parallel applications because they make fre-
guent context switches affordable.

Problems with this two-level scheduling arise from the interference of scheduling policies on
different levels of control without any coordination or communication. A loss of parallelism and
the occurrence of a deadlock situation is possible due to blocking system calls invoked by user-
level threads. Solutions to these problems are discussed in section 3.4.

The decision to design a user-level runtime system for NUMA architectures was motivated by
trends in hardware technology. Powerful, modular, and scalable NUMA systems are built today
by using inexpensive, small shared memory multiprocessors (SMPs) coupled with high-speed
interconnection networks (SGI Origin, Convex SPP). There is also a trend in computer archi-
tecture to move from a CPU-centric to a memory-centric design philosophy. By embedding
memory and CPU on the same chip the latency can be diminished. The integrated processor/
memory chip can be regarded as the building block for a NUMA architecture with a scalable
interconnection fabrifspPNog].

NUMA systems use multiple stages of caches to hide latency. Locality of reference is nowhere
more critical but when high performance processors rely on the effective use of caches in a high-
ly parallel multithreaded environment. We claim that the locality issue in fine-grained parallel
programs can be addressed effectively by a scheduling architecture that reflects the various lev-
els of the memory hierarchy and that uses memory-access information derived from event coun-
ters which are buried in the memory hierarchy of NUMA systems.
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Follow-On Schedulinggroposed in chapter 2, aims on the reuse of shared pages, stored in cache
partitions, by exploiting page mapping information on the level of middle-grained kernel-level
scheduling. Howevesffinity schedulingdiscussed in this chapter, aims on the reuse of cache
lines by exploiting information from event counters on the level of fine-grained user-level
scheduling.

The rest of this chapter is organized as follows. Section 3.2 describes the architectugs-of the
langenLi ghtweightThreadEnvironment ELITE ), a scheduling architecture for cache-coher-

ent NUMA multiprocessors developed and implemented at the University of Erlangen. Several
affinity policies are evaluated in section 3.3. We describe the interaction between kernel- and
user-level scheduling in section 3.4. Finally, we conclude in section 3.5.

3.2 ElangenLightweightThreadEnvironment(ELITE)

In NUMA architectures with their discrepancy between computing and communication perfor-
mance, memory-conscious scheduling is essential to minimize the total completion time of an
application by reducing inter-processor communication. Cache affinity scheduling for bus-
based multiprocessors has been investigated in geetajituc3] because cache architectures
become more and more dominant. The decisions within this type of scheduling are made on the
basis of CPU utilization and information about the processor where a specific thread was most
recently executed. Additionally state timing information from each process is used e.g. in SGI’s
IRIX operating systernBBgs]. Our approach to memory-conscious scheduling goes beyond the
use of information about timing and execution location by using cache miss information for
each level of the memory hierarchy.

Most thread schedulers attempt to optimize load balancing while reducing the costs for thread
management including queue locking. This strategy is reasonable for bus-based shared-memory
architectures with uniform memory access. The most valuable resource of these architectures is
the computing power of the processor and the bandwidth of the bus system. Thus, these sched-
uling policies focus on a high processor utilization while reducing bus cont¢ntigs

The focus of thread scheduling has to move when we look at scalable shared-memory architec-
tures with non-uniform memory access. Modern superscalar RISC-based processors are able to
perform multiple operations per clock cycle while simultaneously performing a load/store op-
eration to the processor cache. A multiprocessor system can only take advantage of this im-
mense computing power if the processors can be supplied with data in time. The bandwidth of
interconnection networks is no longer a bottleneck for today’s scalable parallel processors (e.g.
the Scalable Coherent Interface (SCI) of the Convex SPP has a bandwidth of 2.8 GBytes/s). But
switches as well as affordable dynamic memory cause a latency of about a hundred nanosec-
onds, while processor cycles only need a few nanoseconds. The consequence of this discrepancy
is that scheduling policies for NUMA architectures have to satisfy three essential design goals:

(3) Distributed Scheduling: Data structures of the scheduler (run queues, synchronization
objects and pools for reusable memory regions) are distributed. There are no global struc-
tures with the potential risk of contention. Concerning the allocation and disposal of data
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structures like stacks, synchronization objects and thread control blocks there has to be
found a trade-off between fast allocation and fast access. A fast allocator can be of limited
value if the allocated memory can only be accessed with a high latency. A complex allo-

cator might need so many cycles that the benefit of a fast access does not pay.

(4) Locality Scheduling: Threads are assigned to the processor which is close to the data ac-
cessed by the thread. This policy aims to reduce processor waiting time due to cache miss-
es. Fairness among threads of the same application is not necessary as each optimally used
processor cycle within an application helps to increase throughput.

(5) Latency Hiding: Prefetch operations cause overlapping of computation and communica-
tion.

As contemporary threads packages, developed for use on shared-memory multiprocessors with
a modest number of processors, have design goals which cannot be applied to scalable NUMA
multiprocessors with a high number of processors, novel scheduling architectures have to be de-
signed. After presenting the architecture of the Convex SPP, a cache-coherent NUMA multipro-
cessor, we describe the architecture and implementation details of the ELITE runtime system
which is a non-preemptive user-level threads package.

3.2.1 Architecture of the CONVEX SPP

The Convex Exemplar Architectujengs] implemented in the Convex SPP 1000 multiproces-

sor is a representative of cache-coherent NUMA architectures. A symmetric multiprocessor
called hypernode is the building block of the SPP architecture. Multiple hypernodes share a low-
latency interconnect responsible for memory-address-based cache coherency. Each hypernode
consists of two to eight HPPA 7100 processors, each having 1 MB direct mapped instruction
and data cache with a cache line size of 32 bytes.

The processors on a single hypernode can access up to two GBytes of main memory over a non-
blocking crossbar switch. The memory in remote hypernodes can be accessed via the intercon-
nect. To reduce network traffic, part of the memory is configured as a network cache with 64-
byte cache lines. Load/store operations step through various stages depending on the locality of
the referenced memory region (see figure 3.1).

There are non-blocking prefetch operations to concurrently fetch data regions from a remote
node into the local network cache. These operations can be used to overlap computation and net-
work traffic in order to hide latency.

Performance-relevant events can be recorded by a performance monitor attached to each CPU.
The performance monitor registers cache misses satisfied by the local or a remote hypernode
and the time the processor waits for a cache miss to be served. For high resolution time stamps,
several timers with various resolutions are available. There is also a system-wide clock with a
precision of {s.
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Fig.3.1: Stages required to access various levels of
the memory hierarchy

The operating system is a MACH 3.0 microkernel with a HP/UX-compatible Unix server on
top. It provides the system call interface from Hewlett-Packard’s Unix and an additional system
interface to create and control kernel threads.

3.2.2 Scheduling Architecture of ELITE

The overhead associated with lightweight processes goes beyond the cost of thread management
due to memory transfers between the various levels of the memory hierarchy. We present a
scheduling architecture outlined[#aL95], refined inBeL96A][BEL96B], and implemented i|$Te95].

The following architectural features characterize the ELITE runtime system:

— Division of thread control block (TCB) and stack allocation (see figure 3.2):
Each processor manages its own pool of free TCBad stacks§l. If a new thread is cre-
ated, the creating processor allocates and initializes a free TCB. After initialization the
TCB is enqueued in a startqudtieA processor with an empty runqueldetches a TCB
from a startqueue and can run the thread after allocating and initializing a stack. By sep-
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arating TCB and stack allocation, memory objects of a thread which have to be modified,
will be allocated from memory pools managed and touched by the modifying processor.
The consequence is a high cache reuse and a low cache miss rate.

— Pool and startqueue hierarchy correspond to memory hierarchy:
The number of startqueue entries is limited on the first level (processor level) and the sec-
ond level (node level). If an overflow occurs, the TCB becomes enqueued in the next level.
The consequence is a high degree of locality with an implicit load distribution.
When the stack- and TCB-pools of the first level (processor level) are empty, new memory
objects will be enqueued from the second level. Likewise, memory objects will be moved
from the first level to the second level when an overflow occurs. If a pool on the second
level is empty, new memory will be allocated from global memory. Therefore, global
pools are not useful. The consequence of this strategy is high reuse of local memory while
keeping memory allocations to a minimum.

Architecture of the ELITE Runtime System SPP Architecture
/ Processor Level

- Node 1
|0 | | < - |
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a CPUY|l 4 ¢ [CPUICP
Cach¢gl|Cachd Cachgj|Cachef
|:D_:| ‘ la n
——1 Clean-up Stack——=
Deathrow Stack-Podl - CB-Pool Crossbar
v v
Node Level e T — Memory Memory
I O] || L=
Stack-Pool| Startqueue |TCB-Pool
= — Node 2
Global Level P
101 T+ ™

- ' Interconne
Startqueue
Node n
U

Fig.3.2: Scheduling ArchitectureMemory Architecture

— Local runqueues with load balancing:
Each processor manages its own priority runqueue (see figur®.3The priority of a
thread depends on its affinity. The scheduler prefers threads with high affinity. A processor
with an empty runqueue, finding no threads in the startqueues, scans the runqueues of the
processors in the same node and finally the runqueues of all other processors for runnable
processes. The advantages of local runqueues are high cache reuse, low data cache inval-
idation and minimal contention for queue locks.

— Local deathrow with local clean-up stack:
When a thread exits, its context is stored in the deathrow (see figure & 2he proces-
sor. The processor executing the join() reads the exit status of the joined thread and pushes

28



User-Level Scheduling 83.2.2
Erlangen Lightweight Thread Environment (ELITE)

an entry on the clean-up stack (see figurd B.2f the processor which executed the ex-

it(). The processors periodically scan their local clean-up stacks and remove the contexts
of joined threads from the deathrow and push memory objects (stacks and TCBs) into the
local memory pools. As processors executing a join never modify the deathrow and mem-
ory pools, cache invalidations can be avoided and the memory locality will be preserved.
Cache misses are reduced to a minimum, because the push onto the clean-up stack con-
cerns only a single cache line.

We measured the number of threads a single thread can fork andnd@iiiis can start and
run the created threads. We compared an approach with central pools and another with distrib-
uted pools (see figure 3.3). The results show that the fork-join-rate of the centralized approach

45000

= Central Structures

m Distributed Structures

Fork-Join-Ops/second

1 2 4 8 12 16 24 32
Fig.3.3: Central vs. distributed hierarchical structures

drops when using 4-8 processors due to lock contention and dramatically drops when using
more than 8 processors (more than one hypernode) due to allocation of stacks not cached on the
local node. The performance degradation of the distributed approach is only moderate, because
all stacks are allocated from local pools with encached memory. Furthermore, locking of central
structures (pools and queues) and remote memory access can be reduced to a minimum by the
mechanisms of local deathrow and clean-up stack. The distributed approach cannot scale be-
cause of the limited fork rate of the single forking thread and because of the transfer of TCBs
from the forking to the executing processor. But it degrades only moderate with increasing pro-
cessor numbers.

— Distributed synchronization objects with local wake-up stack:
Unlike common UNIX sleep queues with hashed entfrie®]Gco4], the ELITE runtime
system binds blocked threads to synchronization objects (see figurg. 34 process
becomes unblocked, a reference to its TCB will be pushed on the wake-up stack (see fig-
ure 3.40).
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Likewise the deathrow management, the processors scan their local wake-up stacks peri-
odically and enqueue unblocked threads in the local runqueue (see figuje 3.4

]
CPU D|

Runqueue

block()
Sync-Objec) N\unblock()
[l
Wake-up Stack

Fig.3.4: Distributed lock structures

3.2.3 Implementation Details

3.2.3.1 Fast context switch

A fast context switch free of race conditions is the basis of most synchronization mechanisms

inside a runtime system.

Context switching is delicate for race conditions on multiprocessor systems, because one pro-
cessor could resume an enqueued thread while its stack is not yet completely frozen by the pro-
cessor of its last run. To implement context switching, we have investigated two models:

— Scheduler Threads During a switch, control is returned to a scheduler thread local to
each processor. The scheduler thread enqueues a thread from the run queue and performs
an additional switch to it. Races cannot occur because the freezing of a thread is per-
formed on the stack of the scheduler. However, this simple and secure switching model is
very time consuming, as two context switches are necessary per thread switch.

— Preswitch: After saving the state of the old thread, the stack of the new thread is used to
enqueue the TCB of the old thread without the danger of a race condition. This mecha-
nism assumes that the next thread is known and existent before the switch occurs and that
the next thread already owns a stack, which makes lazy stack allocation difficult.

As switching efficiency is essential for a fast runtime system, preswitching is used in ELITE.
Based on the QuickThreads package of the University of Washirgtes which provides the
preswitch model for various processor architectures, we have ported QuickThreads to the
HPPA-RISC processor architecturen9s]. On a CONVEX SPP/1000 using a PA-RISC 7100
processor, the following times for a context switch can be reported:

Operation Clock Cycles
Context switch between threads with all data in cache 153

1122
Context switch between threads in different nodes 1805

Tab. 3.1: Context switch latency in ELITE

Context switch between threads in the same nod

D
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The proportion for a context switch with thread control blocks in the three levels of the memory
hierarchy is 153/1122/1805 = 1/7/12. These are almost exactly the proportions expected to re-
sult from a memory latency of 1/50/200 cycles and 32/(64) Bytes (network-) cache lines. Most
of the time is spent saving and restoring the callee-saves registers. The consequence is that
switching can only be optimized by reducing the number of registers to be saved. These are the
callee-saves registers, regulated by the calling conventions (e.g. by the HP PA-RISC calling
conventions). As context saving and restoring for most contemporary RISC processors (an ex-
ception is the SUN SPARC processor with its register windows) is a sequence of machine in-
structions and not part of the instruction set, a change in the calling conventions could make con-
text switching much more efficient by increasing the caller-saves registers and reducing the cal-
lee-saves registers.

3.2.3.2 Fast synchronization

Lim and AgarwalLA93] have investigated waiting algorithms for synchronization in large-scale
multiprocessors. With increasing CPU numbers, the type of synchronization has a significant
influence on the performance of fine-grained parallel applications. As proposed we use two-
phase locking with a fixed number of spin cycles in the ELITE runtime system.

The proposed two-phase waiting algorithm combines the advantage of polling and signalling.
A thread blocks after a default polling interval. The polling threshold depends on the overhead
of blocking.

We count the number of clock cycles as long as a lock is held and calculate the average duration
(in clock cycles) of the last 8 times each specific lock was acquired. If the average of lock-hold-
ing cycles exceeds a proposed value (default is 50% of the cycles for a context switch), we block
at once. Otherwise we spin the default number of cycles. To reduce memory accesses while
spinning we use exponential backoff. For details refearies).

We have measured the peak performance for synchronization by starting 4096 micro-threads (8
kBytes stack and no workload) doing nothing but synchronizing. The total amount of memory
is about 4096*8192 KBytes = 32 MBytes.

With central queues we see a severe performance loss due to lock contention and data cache cor-
ruption as a consequence of non local memory accesses (see figure 3.5).

Using a distributed approach, the time for a synchronization depends on the time to save/restore
the stacks into the processor/network-caches and to access the synchronization objects. We
reach the peak performance of about 97000 synchronizations/second per processor (1-8 proces-
sors in figure 3.5), if all synchronization objects reside in the same hypernode. Therefore the
latency to access a single synchronization object can be neglected. Because the total amount of
memory (32 MB) exceeds the size of the caches, the number of synchronizations per second is
determined by the time to save/restore the thread contexts to/from main memory.

If the stacks do not completely fit into the processor-caches (12 and 16 processors), they have
to be stored in the network caches (= local memory) in part. Because some of the synchroniza-
tions objects reside in remote hypernodes, the performance (20373 synchronizations/second for
12 processors and 27390 synchronizations/second for 12 processors) is determined by the share
of cacheable memory and the share of remote synchronization object requests.
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If the stacks can be stored in the processor caches, but the synchronization objects have to be
touched in part from multiple nodes, the synchronization performance deteriorates to about
23300 synchronizations/second per processor (32 processors in figure 3.5).
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Fig.3.5: Fast synchronization and context switch with 4096 threads

With about 571s to access a remote memory object andg 1d save/restore the context to/from
the main memory (see the 1122 clock cycles in Table 3.1) the number of synchronizations per
second can roughly be guessed according to the following equation:

# of CPUs
% remote sync8l i+ % uncached memory ik

syncg second= (3.1)

Using the shares in Table 3.2, we came close to the number of synchronizations measured and
plotted in figure 3.5)

Number of CPUs Remote sync objgcts Uncached memory
1-8 0% 100%

12 66 % 62 %

16 50 % 50 %

32 75 % 0%

Tab. 3.2: Share of remote sync objects and uncached memory

3.2.3.3 Queue Structures

The decisions of a memory-conscious scheduler depend on the affinity of the threads to a spe-
cific memory region, e.g. cache or node local memory. Consequently, threads have to be
enqueued according to their affinity. Several data structures for priority queuegnexist
where Fibonacci heaps and relaxed h¢zgssss] only need O(logtthreads operations for the
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time-critical ‘find_and_remove_maximum’-operation, which is necessary to identify and ex-
tract the processes with maximum locality from the priority queue. But heap-structures are not
suitable for runqueues, because heaps cannot be partitioned fast enough in the case of load im-
balance.

Priority queues implemented as binary trees enable fast de- and enqueueing and can be divided
very easily into partitions with entries of high or low locality.

3.2.3.4 Application Interface

Contemporary NUMA architectures like Convex SPP or KSR1/2 have non-blocking prefetch
operations in their instruction set to concurrently fetch data regions from a remote node into the
local network cache, overlapping computation and network traffic and thus hiding latency. Fur-
thermore advanced processor architectures like PA-RISC[8820] or Ultra-SPARQSUN954]

offer prefetch operations to fetch data regions into the processor cache. If thread-specific data
can be stored in a single block, a pointer to this block and its length can be stored in the thread
control block. If there is an interface to the scheduler, a currently running thread can ask the run-
time system to prefetch the data of the thread which will run in the near future. This idea was
motivated by implementations of adaptive numerical met{padg][Rue94], where thousands of
threads, each corresponding to a point of an adaptive grid, resume the threads representing the
grid points in the neighborhood after calculating the local grid point before they suspend them-
selves. This numerical method, calketive threads strategyan only run with high efficiency

on NUMA architectures if all thread-specific data is resident in the cache before the context
switch occurs (see also the measurements of irregular applications in section 3.3.2).

3.3 Affinity Scheduling

The performance of a computer is considerably influenced by the fast supply of data to the avail-
able processing units. Out of order execution and the toleration of outstanding loads in advanced
processor architectures (see HPPA 886@7]) can delay the impact of insufficient locality, but

they don’t change the fundamental. Only if the data essential for operation is cached in fast
memory the processor can work without latency and contention. Affinity scheduling tries to pre-
fer processes with a high amount of cached data in order to increase throughput.

Besides information about processor number and time behavior, we use information about data
locality in our scheduling architecture. Locality information about each process/thread like the
cache miss rate, the processor stall time, and the processor of last execution can be used to cal-
culate an affinity value. A prerequisite is a computer architecture providing information about
cache misses and CPU stall cycles due to memory access. Contemporary processor architec-
tures like HPPA 8000, MIPS R10000 or Ultra SPARC gather this information on chip. As the
processor (HPPA 7100) used in the Convex SPP 1000 does not offer event counters on the pro-
cessor chip, these counters have been embedded in the memory interface of each CPU. The in-
formation derived from event counters is normally used for off-line profiling. Many theoretical
studies involve off-line analysisICN+90][CL93][ZLT+96][ABD+97] and search for optimal solutions
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given that everything is known up front and nothing changes. However, real systems operate in
a dynamic environment with unpredictable page mapping and memory allocation effects. Why
should we therefore ignore information for optimizing the behavior of multithreaded applica-
tions at runtime to analyze and influence the execution?

In the next subsections we describe several affinity strategies and the prospect of the proposed
technique.

3.3.1 Scheduling Strategies

We have designed and implemented a user-level runtime system, offering the possibility of eas-
ily importing new affinity strategies. The strategies examined are listed in the table below:

Scheduling Basis of decision| Policy

strategy

No Affinity Processor locatign LIFO

Virtual Time Sequence Most recently run

numbers

Minimum Cache misses Thread with the minimal

Misses number of cache misses

Cache Miss Sum Cache misses Thread with the minimal
sum of cache misses
(with aging of values)

Reload Transiemt Cache misses Minimal reload transient
(Markov chain model)

Tab. 3.3: Scheduling strategies

» Usingvirtual time stamps, each thread is assigned a sequence number after its run. This
strategy does not need cache miss information and can be used on every type of hardware.
Threads with the highest time stamp given by the same processor will be preferred. If a
fast global time source with high resolution is included in the hardware, more precise tim-
ing strategies can be usiesbs).

This strategy does not take into consideration the memory access behavior of a thread,
neither the locality of reference nor the size of the working set.

* The Minimum Missestrategy compares the number of cache misses during the last run.
The thread with the lowest number of cache misses is preferred. This strategy favors
threads that block frequently and those with a high locality of reference.

Minimum Missesloes not take into consideration the size of the working set. Further-
more, a thread with a high number of start-up misses is assigned a low priority when it is
deblocked the first time. Because this thread is never preferred, it can only seldom find his
working set in the cache. Whenever it runs, it has to fill the cold cache and therefore it will
never gain a high priority.

» The Cache Miss Surstrategy cumulates the number of cache misses of each thread. To
prevent long running threads from starvation, an aging strategy continuously reduces the
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sum of cache misses with each scheduling operation. The thread with the lowest sum of
cache misses is preferred.

This strategy does not take into consideration the size of the working set. However, the
start-up anomaly d¥linimum Misses$s avoided, because the history buffer of a thread is
pre-set with zero misses. Consequently a thread will gain a high priority in the first sched-
uling cycles after the start-up and will continuously adopt his cache miss sum to the real
value.

» Thereload transienimodel is more complex, but offers some potential. We refer to the
working set of a thread that is present in the cache fa®tfsintin the cache. The reload
transient is defined as the cost to establish the footprint of a thread after restarting it. Our
scheduling policy selects the thread with minimal reload transient.

Thiebaut and Ston@ss7] found a simple analytical model for the estimation of the influ-
ence of cache size on the reload transient. Their reload transient depends on the cache size
and on the sizes of the footprints of competing threads. Simulations based on address trac-
es show an excellent agreement between the model and the observations.

Because it is impossible to gather and evaluate address traces for scheduling decisions on-
line, we had to find a fast and easy way to guess the sizes of the footprints of all threads
having some data stored in a cache. Our solution is the evaluation of cache-miss informa-
tion gathered in the event-counters. Just like Thiebaut and Stone we assume that any cache
line is equally likely to be the destination of a memory reference.

We developed a Markov model to calculate the footprint of each thread. In the state tran-
sition diagram in figure 3.6. each nodeepresents a state withvalid cache lines of a

thread residing in the cache. Our direct mapped cache condistsaohe lines.

2 3 N-2 N-1
N-1 N N-2 N N-3

= = 1

1
N N
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N N

Z|w
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Fig.3.6: Running threads increase the number of valid cache lines

The probability to increment the number of valid cache lines as the consequence of a
cache miss during the run of a threa{Ns— v)/ N . The probability that a cache miss hits
a valid cache line i8/ N . We can generate the transition probability nRatrix
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Each elemenp; ; is the probability that a cache miss increases a thread'’s cache state from

I toj cache lines. Raising the matrix to the n-th power gives the probability for an increase

fromi toj aftern cache misses. Using these probabilities we calculate the expected foot-

print sizeF after each run. The size of the footprint depends on the number of cache lines

v still valid at startup and the number of cache missehich occurred during this run
E[FIV=VvM=n] .

N
Fv= 3 0" (3.3)
j=0
Figure 3.7 demonstrates the growth of the footprint depending on the number of cache
misses and the number of valid cache lines for a cache with 64 cache lines. The plot looks
similar to other cache dimensions. With increasing number of cache misses the footprint
converges to the size of the cache. If there are many valid cache lines§8%2cache

size), the footprint increases very slowly. If there are only a few valid cache lines (<16
25% cache size), there is a linear growth of the footprint after the first cache misses (see
the zoomed plot in figure 3.7). A thread with a small working set can establish its footprint
with a modest number of cache misses, whereas a thread with a large working set needs
many cache misses to establish a reasonable fraction of its working set as its footprint.
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Fig.3.7: Footprint growth due to Cache Missf;é 0°
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Equivalently, we can calculate the transition probability matrix for a blocked thread. The
number of resident cache lines is decremented with a certain probability for each cache
miss caused by the intermediate run of an other thread. The probability to decrement the
number of valid cache lines as a consequence of a cache miss during the run of an other

thread isv/ N . The probability that a cache miss does not hit a valid cache line is
(N—=Vv)/N (see figure 3.8).

37



83.3.1 User-Level Scheduling
Affinity Scheduling

N-4 N-3 N-2 N-1 N

Fig.3.8: Stopped threads lose cache lines due to cache misses of running threads

Analogous to the calculation of the footprint we can also compute the expected number
of remaining lined/ which are still valid depending on the footpffiaf a specific thread

and the number of cache missesaused by other threa@§V|F = f,M = n]

Figure 3.9 demonstrates the displacement of the footprint depending on the number of
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cache misses of other threads and the number of valid cache lines before the thread
blocked. With increasing number of cache misses the footprint is totally displaced.
Threads with a large footprint (> 32 cache lirds0% cache size) are heavily displaced,
whereas a small footprint (< 8 linesl2% cache size) has a good chance to keep a large
fraction of its footprint (see the zoomed plot in figure 3.9). As we focus on a high cache
reuse in the presence of multithreaded applications, we have to restrict our investigations
to user-level threads with a working-set size of less than 10% of the cache size.

Basis of our cache affinity calculation is the expected footprinFsite thread in its last

run and the expected number of valid cache IwWégfore its potential run. The reload
transient is defined as the expected number of cache nEfdéid = f,V = V] when
rebuilding the working set of a rescheduled thread. First we determine the remaining
cache lines due to displacement. The reload transient is the number of cach@& misses
equation 3.3 so that the footprint is re-established from the remaining cache lines.

The plot of the reload transient (see figure 3.10) demonstrates the advantages of the strat-
egy. Because they only need a few cache misses to re-establish their footprint after a cer-
tain time of blocking, threads with a small footprint run with higher priority than those
with a large footprint. Otherwise, threads with a larger footprint are preferred, if they only
blocked for a short period of time (see the zoomed plot in figure 3.10).

Our scheduling policy selects the thread with minimal reload transient. A characteristic of
our approach is that the order among runnable threads remains the same even if the sche-
duler enqueues new runnable threads. Consequently the reload transient has only to be de-
termined when a thread is deblocked and enqueued. By pre-computing expected reload
transients for a set of footprints and a set of different cache miss numbers the priority cal-
culation of the scheduler can be reduced to a simple table |pakag).

Two assumptions can cause a difference between the predicted reload transient and the re-
load transient a thread experiences:

» Our model assumes that each cache line of a thread that was displaced has to be re-
loaded when the thread resumes. This is not always true. A cache line that was dis-
placed can very well bedeadline which will never be accessed for the remainder
of the threads execution. Beside live lines our approach takes theadlines into
consideration to calculate the reload transient. Consequently the reload transient in
reality should be smaller than our prediction.

* We assume that any cache line is equally likely to be the destination of a memory
reference. In reality many references are clustered. Clustered references reduce the
size of the footprint because the probability of a conflict miss is increased. Other-
wise clustered references may reduce the loss of valid cache lines because of fewer
collisions between the footprints. Both effects of clustering can influence the reload
transient. They should be analyzed in detail in future work.
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3.3.2 Interpretation of Measurements

We have implemented and tested the proposed strategies as part of the ELITE scheduling archi-
tecture on a Convex SPP 1000/XA in a range from 1 to 32 processors. The test environment in-
cludes synthetic tests with artificial workloads as well as real-world numerical kernels like
Gauss elimination, LU-decomposition and adaptive solvers on irregulansgrédigrue94]. All
measurements show that a fine-grained parallelization does not inherently imply low perfor-
mance. On the contrary, a fine-grained numerical efficient algorithm outperforms most conven-
tional methods, because fine-grained parallelism implies a high data locality in most cases. This
locality can be used by a sophisticated scheduler to achieve good overall performance even if
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we register some overhead for complex strategies. Consequently the impact of scheduling on a
fine-grained environment affects performance much more than with a coarse-grained approach.
With a synthetic workload of 1024 threads, each snooping through a working set of 64 kBytes
(=6 % cache size) between synchronizations, we can get a good impression of affinity strate-
gies. We measure how many synchronizations can be executed in one second with different
numbers of processors (see figure 3.11). This example resembles parallel numerical applica-
tions with regular execution order like iterative solvers on block-structured grids.

25000 = No Affinity

® Minimal Misses
O Minimal Sum
20000 o Virtual Time

m Reload Transient

15000

10000

Synchronizations / Second

5000

1 2 4 8 12 16 24 32
# CPUs

Fig.3.11: Performance of applications with regular execution order

* No Affinitywill be outperformed by all strategies using locality- or time-information in
configurations with more than 2 CPUs.

» The simpleMinimal Missesand theMinimal Sumstrategy perform quite well in cases
with homogeneous execution behavior. As these strategies favor threads that block fre-
guently, anomalous behavior is possible if some threads acquire locks during the polling
interval whereas other threads blokknimal Sumperforms slightly better thavinimal
Missesbecause the start-up anomaly is avoided and the effect of lock acquirements during
polling phases is smoothed.

* Virtual Timeperforms equivalent tdinimal Missesand theMinimal Sumfor single or
double hypernode configurations (1-16 CPUs). The more CPUs, the higher is the proba-
bility that two threads willing to synchronize run in parallel. Threads frequently acquire
locks during the polling interval in these situatiovistual Timedoes not lower the affin-
ity value of those threads. If the memory reference patterns of all threads are regular, time
informations corresponds to cache miss information. Ther&fioreal Time performs
better for multinode configurations than the simple strategies using cache misses.
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» The Reload Transienstrategy shows the best performance for applications with regular
execution order. Because the execution order as well as the data structures are very regu-
lar, the Markov approach calculates the overhead very precisely to re-establish the work-
ing-set independent of blocking or non-blocking synchronizations. Selecting the thread
with minimal reload transient seems to be the best policy to keep the number of cache
misses as low as possible.

In order to investigate the relation between cache related events and the speed of execution we

have measured the number of cache misses per synchronization event (see figure 3.12). There

is a correspondence between the speed of execution and the number of cache misses. The more
the gap between CPU speed and memory latency widens, the more the speed of execution de-

pends on the occurrence of cache misses.
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Fig.3.12: Cache misses/synchronizations of applications
with regular execution order

To definitely prove that the speed of execution can better be predicted and influenced by looking
at cache miss information than by looking at time information, we investigate an application
with irregular execution order. Several thousand threads (5000 in the example in figure 3.13),
each corresponding to a point of an adaptive grid, resume the threads representing the grid
points in the neighborhood after calculating the local grid point before they suspend themselves.
If a grid partition has to be smoothed, the corresponding threads become runnable (The black
spots in figure 3.13 represent the active threads in several stages of the calculation). There is no
activity in a relaxed region of the grid. This parallel smoothing algorithm cadltéee threads
smootherterminates if there are no more runnable threads. The implementationaaftitree
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Fig.3.13: Active Threads Smoother

threads smoothes simple and offers high parallelism. But it can only run efficiently if a high
locality of reference is guaranteed. The challengactife threadso the scheduling lies in the
irregular execution order, the frequent synchronization- and suspend/resume-operations, and
the irregular data types of grid points linked by pointers.

We measure the number of smoothing operations per second on an unstructured grid executed
by a full-adaptive iterative solv¢seL94][Rued4]. To demonstrate the influence of the scheduling
strategy on the application performance, we compare the smoothing rate of the proposed affinity
strategies with th&lo Affinitystrategy. A relative smoothing performance of 2 means that the
adaptive solver executes twice the number of smoothing operation under the affinity scheduler
compared to an execution under N Affinityscheduler (see figure 3.14)
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Fig.3.14: Performance of adaptive applications
with irregular execution order
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* No Affinityhas no additional overhead for the calculation of affinity values. With one or
two processors under high load, complex affinity considerations offer no benefit. There-
fore the simple LIFO strategy is sufficient.

» TheVirtual timeapproach only uses timing behavior and the processor number of the last
run. It never shows anomalous behavior and performs very efficiently with moderate pro-
cessor numbers (1-16 processors) because it offers the minimal overhead compared to the
other strategies. It should be the policy of choice for UMA architectures not offering cache

miss information (segBos]).

» The overhead of th®linimal MissesandMinimal Sumstrategy does not outweigh the
benefit of saving some cache misses for moderate parallel configurations (< 20 CPUS).
While Minimal Missessuffers from the anomaly in the presence of blocking and non-
blocking synchronization operatiorddinimal Sumis not able to adopt the affinity values
in a high dynamic environment due to its sluggish aging strategy. Both strategies perform
better than the timing based strategy in a multinode configurations (>20 CPUS).

* The Reload Transienstrategy shows the best performance in multinode architectures
with non-uniform memory access. The overhead of gathering cache miss information and
computing the expected working sets is only justified when memory latency really strikes.
This is the case on all contemporary and future scalable parallel processors like Convex
SPP, KSR 1/2, SGI Origin, Sequent NUMA-Q and multiprocessors coupled with SCI-
Hardware (SCI = Scalable Coherent Interface).

A final look at the speedup-curve (see figure 3.15) demonstrates that an efficient parallel execu-
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Fig.3.15: Speedup of adaptive applications with
irregular execution order

tion is only possible if the scheduler has the choice between multiple threads to select those with
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the best cache affinity. In the example above only 5% of the grid points are smoothed concur-
rently (see the the black spots in figure 3.13). If some of the active threads stick in blocking syn-
chronization calls, the number of runnable threads can decline to a few hundred. With 32 CPUs,
we have only a hand’s full of threads per CPU. This is not enough for efficient affinity decisions.
In this situation an advanced scheduler should detect that the system has gone beyond the opti-
mal operation point and should lower the number of running kernel threads. A sophisticated pro-
cessor allocation strategy to deal with the optimal operation point for UMA architecture has
been discussed [nuce3). It could be applied to NUMA architectures as well.

3.4 User-Kernel Interaction

A lightweight thread generally executes in the context of a middleweight or heavyweight thread.
Specifically, the threads library schedules lightweight threads on top of middleweight or heavy-
weight threads which in turn are scheduled by the kernel on the available physical processors.
Such a two-level scheduling policy has some inherent problems:

— User-level runtime systems using kernel threads as virtual processors assume an equiva-
lence of physical and virtual processor. This assumption does not hold, because events
like page faults, I/O and system calls block the virtual processors. As a result, the appli-
cation library cannot schedule a thread on a “just idle” processor.

— When the number of runnable kernel-level threads in a single address space is exceeding
the number of available processors, user-level threads built on top of kernel-level threads
are actually scheduled by the kernel's thread scheduler which has little or no knowledge
of the application’s scheduling requirements or current state.

The problems with multi-level scheduling arise from the lack of information flow between dif-
ferent scheduling levels.

— Anderson et al. ifaBLL92] attempt to solve these problems for two-level schedblyrex-
plicit vectoring of kernel events to the user-level scheduler using upcalls 8aleduler
Activationsto notify the kernel of user-level events affecting processor alloc&aire-
duler Activationsuse kernel threads to upcall the runtime system. This strategy suffers
from the fact that a free processor is needed to run the kernel thread upcalling the user lev-
el. But there is no free processor in the case of a request for suspension of a virtual pro-
cessor. The consequence is an expensive context switch on kernel level causing TLB miss-
es and data cache corruption.

— In[LMMS91] communication mechanisms between the kernel and a user-level thread library
are proposed to reduce the performance losses when threads block in the kernel or are pre-
empted in critical sections. This set of kernel mechanisms (incorporated in the Psyche op-
erating system) to implemefitst-class user-level threadacludes shared kernel/user
data structures (for asynchronous communication between the kernel and the user), soft-
ware interrupts (for events that might require action on the part of the use-level scheduler),
and a scheduler interface convention that facilitates interaction in user space between dis-
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similar kinds of threads. The kernel and the threads package communicate using shared
memory whenever possible to avoid the need for synchronization interaction. Software in-
terrupts signal to the thread package whenever a scheduling decision may be required. For
example, polling of shared memory in a safe suspension point is used to instruct the run-
time system to suspend a thread, while signalling is used to inform the runtime system that
a thread can be resumed or a new kernel thread can be created. Signalling is used to pre-
vent idling of a processor while information exchange over shared memory is used when-
ever quick response to events is not so important.

— A strategy offering fast response to blocking events is propogeads) and is used in

ELITE. The runtime system parks spare kernel threads in the kernel. In case of a blocking
call, the kernel deblocks a parked thread to maintain a fixed number of running kernel
threads. When the blocking request is resolved, the kernel informs the runtime system of
the deblocking via a shared page or shared-memory segment. If this deblocked user-level
thread is selected for execution, the corresponding kernel thread initiates a system call to
park in kernel again and to release the blocked kernel thread. The system is in the same
state as before the blocking call.

3.5 Conclusions

Algorithmic optimizations of the application and scheduling mechanisms for the management

of parallelism determine the overall throughput. The applications designer cannot be relieved of
algorithmic considerations concerning memory locality, but he can benefit from a scheduling

strategy which makes a fine-grained architecture-independent programming style possible
thanks to its efficient memory-conscious thread management.

As maximum throughput is the goal of our efforts, we have presented the architecture of the Er-
langen Lightweight Thread Environment (ELITE). The focus of this scheduling architecture lies
on the reduction of cache misses. Distributed data structures like those proposed in the ELITE
architecture are an absolute necessity. Scheduling strategies using locality information improve
cache locality and therefore throughput. Strategies based on Markov chains offer the best pro-
cess reordering in scalable architectures with non-uniform memory access despite their algo-
rithmic overhead. The hardware of the Convex SPP 1000 used for our implementation cannot
distinguish between processor- and network-cache misses, but these two types of cache miss
differ by a factor of 4 in their penalty. Coming SPP generations offer information about both
types of cache fault. This feature permits a much better calculation of the working set and allows
strategies which will clearly outperform all other proposed affinity techniques.

The trade-off between scheduling overhead and performance gain due to better locality will fa-
vor complex strategies using cache miss information particularly in architectures with high
memory latency and large caches. Consequently, the proposed scheduling techniques can be
used from the high-end desktop workstation to the supercomputer.
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One of the most challenging problems in modern operating systems is to design allocation strat-
egies for shared resources which are critical for applications with predefined service rate objec-
tives (e.g. interactive-, multimedia- or hard real-time demands). To meet the needs of those ap-
plications, the resource management has to allocate a share of a resource to an application and
has to ensure that the allocated share does not drop below a specified bound.

In ahard real-time systerall delays are bounded, from access-time of data and code up to the
execution time and the frequency of requests. Any layer of abstraction reduces the predictability
of a system concerning timing behavior. Thus hard real-time systems do not exhibit the same
functionality as advanced operating systems.

Soft real-time systen@e less restrictive. Applications can request a quality of service (Qo0S).

If such a request is granted, the operating system tries to provide a certgis&BST4].

Those systems can be found in the area of multimedia, hand writing recognition or robotics.
They need operating-system features which cannot be supported by hard real-time systems. But
they have time-critical tasks which have to be executed with a high priority.

This section is dedicated to resource allocation strategies in the field of soft real-time schedul-
ing. We describe the limits of current systems and sketch solutions for common problems. Spe-
cial focus lies on the effect of memory preemption in shared-memory multiprocessors. We

present a solution for this problem which is rapidly emerging in advanced computer architec-

tures.

4.1 The Neglected Resources of Real-Time Scheduling

Resource management is a core functionality of each operating system. Beside the virtualization
of resources it is essential to provide a sufficient share of critical resources to applications that
need guaranteed performance. This issue has become more popular with the upcoming of mul-
timedia applications (video-conference systems, internet phones, movie players or speech rec-
ognition) on affordable multi-purpose workstations and personal computers. These applications
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need flexible algorithms which adopt the resource allocation to the dynamic requests of com-
peting clients in an environment in which real-time and normal time-sharing applications can

run concurrently. The functionality of a system supporting real-time demands depends on the
limitations of the hardware platform and the capabilities of the resource management algo-
rithms.

If we take a look into the technical specification of a typical workstation we can register the fol-
lowing components:

(1) Processor(s)

(2) Main memory

(3) Disk devices

(4) /O devices like keyboard, mouse, display, sound processor, and interfaces

(5) System interconnect (e.g., motherboard with active components including memory- and
cache-controller)

(6) Caches
(7) Power-supply and cooling system

All components have an essential impact on the system performance, but only the components
1-4 have been managed by real-time operating systems in the past.

Typical resources that contemporary real-time operating systems know to deal with are

* processing units:
The operating system can partition the time, a processing unit is assigned to a specific
task. Timer interruption and preemption assures a kind of protection so that a single task
cannot occupy the processing unit requested by other tasks. Scheduling policies like fixed
priority schedulingGco4], earliest deadline schedulifigi74], rate monotonic scheduling
[LSD89], or proportional share schedulifsgwes)ww9s] assign runnable threads to the pro-
cessing units to provide a specific quality of timely services.

* main memory:
Usually memory is shared in space. Contemporary real-time operating systems can ensure
that the allocated share in memory related to a performance critical task cannot be dis-
placed and that pages or segments cannot be moved to persistent storage in the presence
of virtual memoryGco4]. Without locking of memory the latency to access memory is un-
predictable because the memory region has to be fetched from an external device when a
page- or segment-fault occurs.

* Disk devices:
Disk devices serve device requests in turn. The time to service a request depends on the
availability of disk blocks in the device cache, the time to transfer a block between the disk
and the controller and the load of the disk channel. There is an upper bound for the time
to service a request. Applications normally submit requests to the device driver which
tries to optimize the sequence of requests in order to draw the best performance out of the
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disk devicgGc4|[sGo4]. In today’s operating systems the device driver does not have any

knowledge of the priority of the submitting task. Consequently the requests submitted by
low- and high-priority threads can interfere, thus resulting in an unpredictable service
time.

The device driver can reorder the requests in priority queues, if each request for a disk op-
eration is coupled with the priority of the submitting task. A high priority task has an up-
per bound for the service time of its requests. But the rapid execution of a high priority
request has to be paid with a decrease in efficiency as the full set of disk optimization and
buffering strategies cannot be applied.

Disk devices are a typical example that an increase in predictability has to be paid with a
loss of efficiency.

* Input/Output Devices:
Likewise the CPU, input/output devices that cannot be shared in space (e.g., display,
sound processor or network interface) can be shared in time by real-time threads. Because
of the complex internal state of some devices (e.g., display controllers) low priority tasks
can only be preempted at secure points. The consequence is a reduced predictability for
the service time.
Some devices like network interfaces offer the advantage that packets of low-priority
tasks can be dropped to allow high priority requests to be serviced by the network inter-
face. Threads that suffer from dropped packets have to retransmit the packets. Typical
scheduling strategies for network devices are weighted fair queuing or priority queuing
[Cis97].
Other devices like frame grabber cards are normally assigned exclusively to a specific task
and therefore have no real-time demands.

From the beginning of operating system design the resources mentioned above determined the
performance of computer systems. But today’s computer architectures have far more critical re-
sources that are not covered by contemporary operating systems. But these forgotten resources
have an impact on system performance that will increase continuously. In the next future the op-
erating system community should therefore pay more attention to the management of these re-
sources which were neglected in the past.

The management of the chip set, the caches and the power-supply were more a topic of overall
system setup than of individual control related to the currently running task. In the next subsec-
tions we prove the necessity for dynamic management of those resources and demonstrate pol-
icies and mechanisms for resource management in a real-time environment. A special section is
dedicated to the management of the shared resource of main memory with its limited band-
width.

41.1 Caches

Most contemporary processor architectures arise from the von Neumann ajgswaiitoL 80]
predominantly invented by Eckert and Maucimyc94]HP96]. A characteristic of these architec-
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tures is the feature that code as well as data is stored in the main memory of the computer. From
there arise bottlenecks which have an emerging impact on the performance. As code and data
have to be transferred from the main memory into the central processor, the latency of memory
access determines the maximum speed of the processing unit. To bridge the increasing gap be-
tween fast processors and slower main memory, a memory hierarchy can be established, where
the most frequently used memory contents are stored in faster memory. Each level stores a sub-
set of memory that is stored in the levels below. The caches that we use for our investigations
are placed between the main memory and the registers of the CPU. Caches are partitioned in
cache lines of fixed size. The mapping and replacement strategy determines which cache line is
displaced and when a new line has to be stored.

For uninterrupted threads, the speed of execution is reduced by capacity misses and conflict
misses.Capacity missesccur if the requested data has been accessed before, but the CPUs
working set size exceeds the cache stamflict missesccur if the requested data had been in

the cache but was displaced by an intervening reference to another address. For a system specific
mapping the number of conflict misses varies, if the memory management can allocate memory
from various locations (see Chapter 2.2Bage Assignment and Page Re-Coloyingariant

conflict misses impose unpredictable execution time behavior and therefore are a handicap in
soft real-time systems.

In a real-time environment the system has to respond quickly to external events. In order to re-
spond to an event that was normally signalled by an interrupt, the system has to switch very fast
from one task to another. Immediately after the switch, the system has to work on the event with
maximum speed to provide a low interrupt-service latency. It is important to know what the
costs of a context switch are in order to predict the interrupt latency of a system. But the costs
of a context switch are above those associated with operations performed in the switching rou-
tines of the operating syste@ompulsory missesccur if the instructions and data of the inter-

rupt service routines may no longer be in the cache (see also Chapté@ih2.tpact of Sche-

duling on Caches The number of compulsory misses depends on the sequence of execution in
the history. Compulsory misses can be reduced by software-initiated prefetch operations
[CHEQ3][BIA95][SGH97] if the following thread is known in advance. But prefetching has only a lim-
ited benefit because only a subset of the working set like the stack or control blocks can be
prefetched. Most elements of the working set are widely spread over the address space and can-
not be transferred with a few prefetch operations. Furthermore the sequence and the resulting
number of compulsory misses is unpredictable with unforeseen interrupt threads that are
launched by 1/O controllers.

To reduce the unpredictability of cache memory systems while exploiting the speedup of cach-
es, two approaches have been considered:

» The speed of execution is measured while the caches are switched off:
This kind of worst case analysis works fine for write-through caches, as the number of
read/write memory-operations for a code segment that was analyzed without caches can-
not be exceeded when using the caches.
But in the case of write-back caches, a read or write operation related to one task might
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imply a write-back operation related to a previous task. This introduces another point of
unpredictability and therefore reduces the value of measurements without caches.

» The cache is partitioned among competing classes of tasks:

Cache-partitioning techniques have been invented to draw the best benefit out of large
caches used in advanced computer architectures. Depending on the mapping of memory-
addresses to cache lines the memory is partitioned in a way that the partitions are never
mapped onto the same cache area. A memory partition is dedicated to a class of threads.
Consequently, different classes of threads cannot interfere when using the caches. On sys-
tems with physically indexed caches, the cache partitioning can even be hidden from the
application, as the physical address-space is partitioned, but not the virtual address space.
The operating system makes this feasible by assigning physical pages of disjunct colors
to disjunct classes of threads. Recent results show that the speedup of caches can be ex-
ploited without significantly sacrificing predictability and performalRioess|[LHH7].

In conclusion we have to state that there is no universal approach that can hide the runtime ef-
fects of caches while preserving their benefits. The motivation of caching lies in the hope to
speedup the execution by exploiting information of the past. As the speedup cannot be predict-
ed, caches have to be considered of reduced value in real-time operating systems. Approaches
remain that reduce the unpredictability of caching systems running in uncritical environments.

4.1.2 Power

The objective of real-time scheduling is to provide timely services. This includes that a service
can be fulfilled at some point in the future. At this point environmental conditions have to be
established such that the service can be provided. Power supply and cooling are an environmen-
tal condition that was assumed to be available independent of the device operations. But this as-
sumption does not hold for portable devices with a limited battery-power and passive cooling-
capacity. Therefore power is an essential resource which becomes an emerging impact with the
upcoming of power sensitive devices requesting timely service rate objectives (e.g. in hand writ-
ing recognition on personal digital assistants).

The power that integrated circuits need for operation is proportional to the number of the gates
and the frequency of the clock. From the high power consumption arises the problem of power
supply, power dissipation, and cooling. A high performance processor consumes between 26W
(UltraSPARC-II at 250Mhz) and 60W (alpha 21264 at 300 MHz). Large external caches need
power in the same order as the corresponding CPU. The chips of a typical single processor sys-
tem (CPU, caches, chip set, memory) consume more than 100 Watts. Facing the trend of rising
clock frequency and chip complexity, two questions come up. Can future systems be supplied
with enough power (e.g., in notebook computers or PDAS) and can the power be dissipated by
cooling elements and fans? Is it possible to reduce the power consumption under realtime con-
straints? In the next paragraphs we sketch some scenarios and describe first solutions for arising
problems.
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* Running fast processors with high power demands in portable devices is impossible today,
because the components cannot be supplied with enough energy and cannot be kept cold
for a reasonable period of time. Some of today’s processor architectures offer the feature
of reducable clock speed to save popet9es]. Reducing the clock speed causes a linear
reduction in energy consumption, but a similar reduction in performance. So the measure
of the energy performance defined in millions of instructions per joule (MIPJ) is un-
changed. However a reduced clock speed creates the opportunity for quadratic energy sav-
ings as the energy is proportional to the square of the voltage. The voltage level within a
range of 1.4 Volts to 2.8 Wolts again can be reduced with the clockwatesgs]. First
processors are rated for multiple voltage values and clock rates. E.g., the Digital/ ARM
SA110 processqpec97] is rated for two different power/clock modes:

Clock Frequency Voltage Power Performanhce
160 MHz 1.65V| 0.45W 185 MIPS
215 MHz 2.0 V| 0.9 W 245 MIPS

Tab. 4.1: Strong ARM SA 110 power/clock modes

Note that the values of clock rate, voltage and power satisfy the equation 4.1.
clock Dvoltagé 0 power 4.1)

160Mhz[1L.65V> _ 0.45W
215Mhzrp.ov?  0-9W

If the manufacturers tested and rated their chips across a smooth range of voltage, the real-
time operating system could reduce the voltage and slow down the CPU if the next dead-
line was far away. If an interrupt occurs, the CPU is powered up and clocked at high fre-
guency to achieve a low interrupt latency. This offers high performance during bursts and
reduces the power dissipation of the system which make passive cooling and battery pow-
er savings possible.

(4.2)

Having the possibility of integrating several million gates on a chip, we must make the
design decision between a complex processing unit and multiple simple processing units
on the same chip. From the point of power consumption, the single chip multiprocessor
[HNO97] is quite attractive because some of the processors can be powered down in periods
of low load to save energy. It is easier and more efficient to power up a processing unit
than to preempt a running thread if a request has to be processed. Furthermore single chip
multiprocessors help to reduce the number of context switches causing malicious side ef-
fects (see subsection 4.hche$ and simplify the power-management.

Power conscious real-time scheduling has more freedom in making decisions. Beside the ques-
tion when something has to be executed, the operating system can decide where and how fast it
should be executed.
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4.1.3 System interconnection

Processors, memory and I/O devices are connected by the system interconnect. This includes
passive and active components making a communication between the basic blocks (proces-
sor(s), memory and 1/O) feasible. The number of transactions which can take place on the sys-
tem interconnect (e.g., a bus system) is limited. Especially memory access operations, cache co-
herency transactions and DMA transfers impose a high load. There are two possibilities of
avoiding congestion:

» The requests are processed according to priorities.
An arbiter has to decide the order of requests which are allowed to be serviced. Normally
requests are scheduled in a FIFO order. In a multiprocessor system low priority threads
running on some of the CPUs can saturate the interconnect by memory, cache-coherency
and 1/O requests, so that a high priority thread can only submit a limited number of re-
guests. In this situation low priority threads slow down high priority threads.
A hardware approach to solve the problem of priority inversion due to interconnection
contention is an arbitration policy preferring requests from CPU- and I/O modules work-
ing for high priority tasks. In the context switch routine the priority of a thread is written
to a register. The value of this register is the priority tag of each request submitted by the
CPU-module. If such a request is serviced by a memory- or I/O-module the priority tag
of the request is used for the reply.
From the beginning of networking, messages of different priority had to be transmitted
from source to destination. With the rising performance of network hardware, the archi-
tecture of network routers and network switches has a great similarity to the system inter-
connect in a computer system. Architectural support and system software for prioritized
routing and congestion avoidance is available in today’s high performance fosggrs
Therefore system designers can adopt router technology for real-time systems to solve the
same class of problems.

» The requesting unit is asked/forced to reduce the number of requests per time frame.
The load that an active component imposes to the interconnect can be throttled by reduc-
ing the speed of execution of the component in question. E.g., a CPU module running a
low priority thread can perform idle cycles or reduce its clock frequency to slow down vol-
untarily. A disk controller working on requests for low priority threads can slow down its
work and delay the service of requests.

Arbitration according to priority tags is a passive strategy, while request reduction is an active
strategy. Both strategies have in common that the clue to the fast interconnect-access of high-
priority real-time tasks lies in the throttled access of low-priority tasks.

4.1.4 Main Memory Bandwidth

The advances in memory technology concerning performance have not been able to keep pace
with those in processor technology. Processors clocked with hundreds of megahertz exceed the
speed of affordable memory by factors. Caches can decouple the speed of the processing unit
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from the speed of the memory system if applications show a high locality of reference. Unfor-
tunately, operations on data streams—frequently found in soft real-time multimedia
applications — do not show this benign behavior. Thus, applications working on data streams
rely heavily upon a guaranteed memory bandwidth to meet specific timing requirements. In
multiprocessor systems the available memory bandwidth is shared by all processing units and
DMA devices. Consequently, the processing units and DMA devices can interfere and slow each
other down when accessing memory. Up to now, this effect caléedory preemptiors not

covered by contemporary real-time operating systems which cannot guarantee a share of the
memory in time.

Our novel approach to resource management is based on knowledge derived from counters in
the memory subsystem. We demonstrate that the use of information related to cache- and main-
memory access opens new dimensions of resource management in shared-memory architec-
tures. The introduction of memory-bandwidth guarantees adds a further resource to capacity-
reservation models and therefore enhances the quality of service.

In the next section we describe a new mechanism, dattexess Cruise Contrdhat maintains

the execution speed of soft real-time applications in a multiprocessor envirgeaet)t Ap-
plications of other scheduling classes (e.g., Time-Sharing) which operate with low memory de-
mands run at full speed, whereas applications with high memory demands will be throttled in
their speed of execution. Measurements conducted on a prototype implementation using the So-
laris operating system clearly demonstrate the benefit of the memory throttle for a video confe-
rencing application running in a multiprogrammed multiprocessor environment.

4.2 Process Cruise Control

In the last two decades memory technology has advanced concerning the volume of data that
can be stored. But the latency to access data in affordable memory has been stagnating. Today,
processors with wide data paths (64 bit) which are clocked with hundreds of megahertz place
extreme stress on the memory system. The extent is limited to which multiple interleaved mem-
ory banks can narrow the gap between the increasing memory demands of advanced processor
architectures and the bandwidth of the main memory. Multiple levels of caches are only useful

if applications show a high locality of reference. Operations on data streams, e.g., audio or vid-
eo-image processing, draw no benefit from caches. The execution speed of theses operations is
closely coupled to the latency and bandwidth of the main memory.

Shared-memory multiprocessor architectures are frequently used in the field of multimedia, be-
cause they offer high processing power, low-latency inter-process communication and good be-
havior in the presence of a high interrupt load from multiple 1/O devices. Butitis a characteristic

of these computer architectures that the available bandwidth of the main memory is shared
among the processing units and DMA devices. Normally, the summarized peak number of
memory requests that all processors can issue within a given time frame, exceeds the number of
requests the memory can satisfy. Consequently processors can stall each other by demanding a
high volume of data from memory. To demonstrate this effect, we have measured the copy-rate
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a CPU can achieve if 1 — 4 copies of the STREAMS95 benchmark run on a SUN E3000
server in parallel (see table 4.2).

Number| 2 Memory Banks 4 Memory Banks

of CPUs

1 197 MB/sec total ; 197 MB/sec per CPU 197 MB/sec total ; 197 MB/sec perf CPU
2 322 MB/sec total ; 166 MB/sec per CPU 362 MB/sec total ; 181 MB/sec perf CPU
3 382 MB/sec total ; 127 MB/sec per CPU 485 MB/sec total ; 161 MB/sec perf CPU
4 406 MB/sec total ; 101 MB/sec per CPU 582 MB/sec total ; 145 MB/sec pelf CPU

Tab. 4.2: Copy rate of the STREAMS-benchmark (stream_d.c)
running on a SUN E3000 (4 CPUs clocked at 167 MHz) under Solaris 2.5.1

The copy-rate decreases to 50% of the value in the single CPU case if only 2 memory banks are
available. If all memory banks are fully equipped, the copy-rate decreases to 75%. CPUs
clocked with a higher frequency can issue more load/store instruction and therefore increase this
effect.

The STREMAS benchmark has demonstrated that the execution speed of an application with
high memory demands can depend on the memory demands of applications running on other
CPUs. This effect which we namatemory preemptiqrs especially negative for real-time ap-
plications which rely on a guaranteed execution environment. High scheduling priorities, locked
memory pages and preferred 1/0 handling cannot prevent this effect. We have clearly demon-
strated the consequences of memory preemption on a SUN E3000 server with 4 CPUs, where
the execution speed of a video-conferencing application running on a dedicated CPU drops from
25 to 20 frames per second if the remaining CPUs demand a lot of MB/sec (see figure 4.1).

In conclusion, we have to realize that the available bandwidth of the memory is a valuable re-
source which has to be managed by the operating system to meet the needs of real-time appli-
cations with high memory demands.

In the next subsections of this paper we demonstrate how to collect data from hardware devices,
how operating system policies can process this information and influence novel mechanisms in
the memory management system to control the speed of execution. Finally we present first mea-
surements proving the proposed concept.

4.2.1 Memory-Bandwidth Reservation and Throttling Model

To manage memory-bandwidth, which is the topic of our research, we have to design a resource
capacity reservation model which is adapted to the special needs of the memory subsystem. As
in the general model describednir9s|[LRMI6], our memory-bandwidth reservation scheme con-
sists of several components:

» Usage measurement compiles the data base of policies that have to decide which threads
are allowed to execute and how intensively they have to be throttled. Therefore the number
of memory requests in a specified time interval has to be counted and assigned to the re-
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Fig.4.1: Reduced execution speed of the video tool caused by memory preemption

sponsible entity (e.g., the number of cache misses a thread experienced during the last
time-slice).

» A programming interface allows applications to request a specified reasonable number of
main memory requests per specified interval (such as 90,000 cache misses every 100 ms)

* An admission control policy is used to decide if a request can be accepted and when it
must be denied. This policy assumes that the total number of main-memory access oper-
ations which can be served within a given interval is known. As the hardware differs from
machine to machine, we propose to measure the memory properties during the boot phase
of the machine.

A throttling policy decides which threads have to be throttled and how much these threads
have to be throttled. Information from measurements provides feed-back to continuously
recalibrate the degree of throttling.

* A throttling mechanism slows down specific threads on a fine-grained level. Frequent con-
text switches to threads with low memory demands (in extreme cases the idle thread) are
not the solution, because context switches imply additional memory load and because
context switching happens on a coarse-grained level in the range of milliseconds. (You
don’t repeatedly open and close the faucet to regulate the throughput of water in the show-
er, but throttle the flow of water.)

In the next subsections, we propose concepts and implementation details to include memory
bandwidth as an additional resource in a capacity reservation model.
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4.2.1.1 Measurement of Memory Access

Memory access information is the total sum of countable events related to memory operations.
Examples are load/store-operations, cache misses, cache invalidations, issued main-memory re-
guests or processor stall cycles due to memory requests. A countable event is only useful if it
can be assigned to the object responsible for the event.

There are four potential regions in a shared-memory architecture suitable for the placement of
memory-related event counters such that the information is usable in resource capacity reserva-
tion models:

» The processor:
Counters inside the CPU can register issued load/store operations. If the first level caches
reside inside the CPU, the effects of cache-access operations (e.g., data- and instruction-
cache hits/misses, CPU stall cycles due to cache misses, etc.) can be registered inside the
processor and assigned to the process currently running on this CPU.

» The cache controller for external caches:
Cache misses, cache invalidations and stall cycles due to cache misses can be registered
inside the cache controller. If the external cache is dedicated to a single CPU, the infor-
mation can be assigned to the currently running process. Architectures with shared caches
do not offer this feature.

» The interface between the processor-cache module and the interconnection network:
Cache misses initiated by a CPU imply main memory access but not vice versa. Memory
regions marked as uncachable (e.g., DMA buffers) do not become encached so they cause
no cache events when being accessed. Furthermore, some CPUs (e.g., Pentium MMX
[InTeEL96A], UltraSPARGSUN954]) offer special load/store operations that bypass the cache to
prevent cache corruption by operations working on data streams (e.g., MPEG operations).
These load/store operations initiate main-memory operations without interfering with the
cache content.

Counters inside the interconnect interface (bus- or crossbar-connector) can register all
main-memory related transfers. The information can be assigned to the currently running
process only if the interconnect interface is not shared by multiple CPUs.

* The interconnect interface of memory banks:
Each memory bank can only service a limited number of requests in a certain time frame.
If the number of serviced requests can be registered in counters, the load of the memory
subsystem is known.

» The interconnect interface of I/O boards:
DMA devices located on I/O boards initiate data transfers between the main memory and
external devices. These transfers are usually anonymous and cannot be assigned to a sin-
gle thread of control, but they contribute to the memory load and should therefore influ-
ence the memory-bandwidth reservation model.

In the next subsection, we propose a resource measurement approach to register main-memory
access by evaluating the information derived from cache miss counters. We demonstrate how
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the available event counters which are embedded in the SUN Enterprise X000 Server Architec-
ture can be used to collect memory access information by the Solaris operating system. A de-
tailed description of the sampling technique can be fourgtiats. Furthermore we propose
architectural improvements which could overcome the limits imposed by the current hardware
architecture.

4.2.1.2 Implementation of Memory Bandwidth Measurement

The SUN Enterprise X000 Server Architect(s9ss] is the hardware platform for our mem-
ory-bandwidth reservation model using memory access information. Each Ultra{s\@gH4

includes two counters which can register two events out of a set of more than 22 event-types.
The MMU and the external cache controller is on-chip, so that external cache events like cache
hits or cache references are countable events as well as issued instructions and clock ticks (see
figure 4.2).

Module 1 Module n Event Counter
CPU CPU | « &« | CPU cPU | [<—Ticks/Instructions
Cache || Cache Cache || Cache | [<—Cache Misses
Bus-Connector | |BUS-C0nnector

Memory | | Memory <—Stall Cycles

Gigaplane

Fig.4.2: Memory Bandwidth Measurement

The bus-connector is implemented as a switdltrgd Port Architecture switch), connecting a

pair of CPUs and two memory banks with the bus system (GigaPlane). Two configurable coun-
ters can register events such as issued addresses, issued data packets or memory stall cycles of
each memory bank. As the bus-connector is shared by two CPUs, the counter values cannot be
assigned to a specific CPU nor to a specific process.

Our approach to bandwidth measurement uses the information derived from both CPU event
counters. The first counter notifies references to the external cache, the second one registers hits
in the external cache. From both counters we can deduce the number of cache misses a CPU is
experiencing. As a side-effect, block-transfers of 64 bytes issued by the multifisedil n-

struction Set (VIS) increase the cache-reference count although these transfers bypass the
cache. As each cache line which has to be transferred as the consequence of a cache miss, has
a length of 64 bytes as well, counting cache-references and cache-hits represents the complete
number of memory transfers issued by a specific kernel thread.

To assign counter values to kernel threads, both counter values as well as the counter control
register are saved and restored in the switch routine swtch(). To handle the overflow of the 32
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bit counters, we introduce virtual 64 bit counters which are updated during the context switch
(swtch()) and during the return from a trap occurring in user-mode (trap_ret()). The minimum
sampling frequency is the frequency of the timer interrupt.

To calculate the number of memory-transfers per time-frame for which a thread is responsible,
we additionally save the CPU TICK-register which counts the CPU clock cycles and update a
virtual clock-counter. The sampled data is stored in a data structure local to the currently run-
ning thread (kthread_t). Furthermore we add up the counter-values for each CPU (stored in
cpu_t).

The sampled data forms the information base of the time-sharing scheduler (TS) which calcu-
lates the memory bandwidth each thread running under this scheduling class is consuming ex-
pressed in MB/sec, and assuming that a cache miss involves a transfer of 64 bytes. It was our
intention to access the sampled data from user-space without any system call. Our approach is
an enhancement of the /proc-filesystem which provides kernel-virtual addresses of those regions
where sampling data is stored. After mapping those regions from /dev/kmem into the address-
space of a profiling-daemon, there is no need for system intervention to access sampling data.
Now, an unmodified application can be observed from a dedicated CPU without any influence
on the application’s execution.

As the UPA-switch is shared by two CPUs, we cannot use the two embedded counters to register
read and write packets issued to the bus-system, as the collected data cannot be assigned to a
single entity responsible for the bus transaction. That is why we configured the counters in the
UPA-switch to register memory stall cycles of both memory-banks. Now, the operating system
could detect an overload of the memory subsystem. The detection of overload and its avoidance
is the topic of further improvements we plan to incorporate in the Solaris operating system.

Up to now, our approach neglects DMA transfers. The counters inside the 1/0O boards register
DMA operations, but we do not use this information in our current implementation, because we
focus on memory-related information that can be assigned to kernel threads. DMA transfers will

be under investigation in further research efforts.

From the point of view of operating system design, the following architectural features would
facilitate the design of memory-conscious operating system policies:

» 64 bit counters to register cache-references, cache-hits, instructions, and clock-ticks.

» 64 bit counters in all ports of the bus-connector to detect memory transfers issued by
CPUs as well as DMA devices. All memory requests related to a CPU could be assigned
to a kernel thread, whereas the memory requests issued by DMA devices could flow into
the system-wide calculation of the current memory load.

These counters have to be rapidly readable (< 10 clock cycles) to reduce the overhead of
sampling to a minimum. Therefore multiport registers are necessary to avoid stalling of
the CPU after a read request.

4.2.1.3 Memory Access Patterns

To get an impression of the memory-access patterns of multiple classes of applications, we eval-
uated measurements from the following applications (see also table 4.3):
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* A postscript interpreter (ghostscript) shows a high locality of reference and issues only a

low rate of main memory references. The low rate of memory stall cycles indicates that
ghostscript imposes only low load on the memory banks.

A compiler (gcc) and a simple matrix multiply algorithm (mmult) imposes a medium load
to the memory subsystem, yet showing a good locality of reference.

The multithreaded numerical smoothing algorithm (active_threads) has an irregular exe-
cution order, but works on a grid of quite regular linked grid points (see figure 4.3). Be-
cause the code of all threads is shared and because of the “cache-friendly” structure of the
grid, we notify an acceptable locality of reference.

The situation changes if we look at a full adaptive numerical solver working on an un-

structured adaptive grid (see figure 4.3). The locality of reference is low and the applica-
tions induces a high rate of main memory references. The high number of memory stall
cycles indicates that the memory subsystem has reached its limits.

The soft-realtime video-conferencing application relies on a continuous supply of data
(1318 cache lines per millisecond). If the number of stall cycles exceeds the limit of 80
cycles per millisecond, the number of video-frames drops below the limit of 24 frame per
second (see figure 4.1 on page 56).

Clocks/Instruction E-Cache Hit Ratslemory References/ms Memory Stalls|ms
(Hits/References)

ghostscript 1.2 99 % 180 20

gcc 1.7 93 % 1360 74

mmult 14 92 % 1067 94

active_threads 2.6 90 % 1300 76

adaptive_grid 9.2 41 % 2448 360

video tool 1318 71

60

N Ny Ny~

Tab. 4.3: Memory-Access Patterns (SUN E3000, 4 Proc., 128 MB 512 K E-Cache)

active_threads(5000 threads) adaptive_grid

%)

Fig.4.3: Adaptive numerical applications
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The memory access pattern of different classes of applications can vary extremely. Consequent-
ly the interference between two applications running in parallel on multiple CPUs can vary. The
postscript interpreter will not influence the execution of the video application, while the
adaptive_grid application will invalidate all assumptions concerning the execution speed of the
real-time applications running on a dedicated CPU.

In this subsection we have proposed an approach to measure the memory access of individual
threads in a shared-memory architecture. All memory requests can be assigned to a thread and
can therefore be used in a resource capacity reservation model focusing on memory bandwidth.

4.2.1.4 Programming Interface

Processes can request a reasonable share of the available memory-bandwidth from the operating
system. An additional system-call or an enhanced system-call has to be provided by the operat-
ing system.

In our prototype implementation, we enhanced the priocontrol system-call of Unix System V
Release 4 and the dependent utility applications. In addition to its ability to modify the priorities

of the time sharing scheduling class (TS), our priocontrol can request a certain memory band-
width - expressed in MegaBytes per second (MB/sec) - from the scheduler. If the call returns
without error, the request is accepted. The granted bandwidth values can be retrieved by a pri-
ocontrol call as well.

4.2.1.5 Throttling Mechanism

The aim of our efforts is to reduce the number of memory-access operations of those processing
units where non-critical applications without guarantees are running. There are three possible
ways to reach this goal:

(1) Frequent switching between threads of different memory-access characteristics can result
in a specified number of memory-access operations in a defined time frame. The problem
is to elect a group of runnable threads which run by turns in very short time-slices. If this
policy fails and the memory-load exceeds the limit imposed by the throttling policy, the
idle thread has to be elected for execution to nearly stop memory-access.

A severe disadvantage of this throttling mechanism is the frequent occurrence of context
switches which imply additional memory-access operations. Context switches happen
several hundred times per second. The time frame a resource can be guaranteed is there-
fore in the range of tenths of a second. This value is too long to guarantee, for example,
the continuous processing of a video stream with 25 frames per second.

(2) Slowing down a process running on a CPU is possible by inserting additional operations
into the thread of control.

— The most fine-grained approach would be the insertion of No-Operation (NOP) in-
structions after each load/store-operation so that some CPU cycles are lost after
each memory-access operation. Unfortunately the dynamic modification of code
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under execution is a non-trivial task, as the code segments have to be modified and
pointers have to be relocated.

Some CPU architectures (e.g., Alpha procesparss]) provide event counters
which generate an interrupt whenever the counter overflows. If a thread should be
throttled, the event counter is tuned in such a way that it generates an interrupt after
a determined number of cache misses. The interrupt handler executes so many NOP
instructions that the number of memory-access operations cannot go beyond a spec-
ified limit. As the number of interrupts happening because of counter overflows de-
pends on the number of cache misses, the share of available bandwidth a thread
holds during execution can be precisely adjusted. The interrupts can happen several
thousand times per second. Therefore the time-frame within which the memory-
bandwidth can be throttled is in the range of several milliseconds. This value is suf-
ficient to guarantee the continuous processing of most soft real-time applications.

Cache misses can occur for four reasons:
» The requested data has never been accessed before (compulsory misses).

» The requested data has been accesses before, but the CPUs working set size
exceeds the cache size (capacity misses).

» The requested data had been in the cache, but was displaced by an intervening
reference to another address (conflict miss).

» The requested data had been in the cache, but was invalidated by an other CPU
(invalidate misses).

The size of the address space covered by the translation-lookaside-buffer (TLB) is
normally in the same range as the size of the external cache. For example, the 64
entries of the SUN Ultra-1 CPU cover 512 KB (Solaris 2.5.1 uses 8 KB page size)
and the size of the external caches ranges from 256 KB to 1 MB. Compulsory miss-
es, capacity misses and conflict misses frequently coincide with TLB misses. There-
fore the TLB-miss handler executed with a high frequency in the presence of a high
number of cache misses can be used to execute NOP operations or idle loops. The
number of NOP operations or idle loops can be adjusted by the throttling policy so
that a specified number of cache misses will not be exceeded. By delaying the TLB-
miss handler, fewer pages per time frame can be touched and the number of com-
pulsory, capacity and conflict misses is reduced. Nevertheless the thread remains
running on the CPU and becomes CPU-intensive. All such threads are given lower
execution priority. Threads causing few cache misses so they do not exceed the im-
posed limits run the TLB-miss handler without any delay. This approach can be ap-
plied to all processor architecture that rely on a software implementation of the
TLB-miss handler (e.g., all common RISC architectures).

— Hardware support for throttling is the neatest solution. A spieaitle registernin-

dicates how many NOPs have to be inserted into the stream of instructions after each
load/store instruction.The instruction fetch unit of the CPU is responsible for this
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task. The throttle register is part of the CPU context and will be handled like other
processor status registers. As the throttle register can be implemented with minimal
hardware requirements and without any compatibility problems, we recommend
adding this architectural feature to processors frequently used in real-time process-

ing.

(3) Slowing down a process is also possible by reducing the clock frequency of the CPU.

Some of today’s processor architectures offer the feature of reducible clock speed to save
power[INTELI6B][DECY7]. In a synchronous architecture, the CPU clock speed is a multiple of
the clock speed of the system interconnect. Therefore the CPU clock speed can only be
adjusted in large steps which is not sufficient for precise memory-access control. Asyn-
chronous architectures allow any CPU clock speed but they impose high efforts for the
interconnect interface.

Because all contemporary multiprocessor architectures are synchronous designs, a reduc-
tion of the clock speed is not applicable as the only mechanism for memory-control. But
in conjunction with the insertion of idle cycles it would combine the advantages of mem-
ory-access control, power-management (see subsection 4.1.2), and interconnect-access
control (see subsection 4.1.3).

As the Ultra-1 processor architecture used for our implementation offers neither event counters
generating interrupts nor any support for clock-tuning nor architectural support in the form of
throttle registers, we have chosen the approach which throttles the memory-access by inserting
an idle-loop into the TLB-miss handler. Because we do not have virtual memory available inside
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the TLB-miss handler we have to use physical memory or a register to fetch the idle-loop count.

In our prototype implementation we have misused a register which is normally used for asyn-

chronous system faults like ECC-errors of the memory. This register is saved/restored at each
context switch and updated after each trap in user-mode.

To demonstrate the effect of throttling, we have measured the copy-rate of the STREAMS
benchmark depending on the loop-count of the idle-loop inside the TLB-miss handler (see fig-
ure 4.4). We can see that the memory-bandwidth a process is using can be exactly tuned by the
idle-count in the TLB-miss handler.

4.2.2 Admission Control and Throttling Policy

The admission control policy has to decide whether a requested memory bandwidth can be guar-
anteed. This decision has to be made in cooperation with the throttling policy which has to de-
cide which threads to throttle as well as the degree of throttling.

The decisions taken by our policy are based on the following information:

* Available memory bandwidth of the multiprocessor system

Number of processors

Memory bandwidth which is already guaranteed to an application

Cache-miss counter of currently running threads

Idle-loop counter used in the TLB-miss handler of currently running threads

4.2.2.1 Implementation Details

We had to find a simple model which precisely describes the properties of the memory hard-
ware. Our quite conservative heuristic approach to bandwidth reservation obeys to the following
rules:

» The maximum bandwidth which can be requested is 90% of the copy-rate the STREAMS-
benchmark measures if all processing units execute the benchmark in parallel.

MaxRequest 0.9[BtreamCopyRate (4.3)

Processes requesting the limit in memory bandwidth are very sensitive to any memory op-
erations issued by other CPUs. Due to this observation we added this 90% rule.

» The free bandwidth can be used by threads without guarantees. Before any request is ac-
cepted, the free bandwidth is set to the total copy-rate of the STREAMS-benchmark.The
free bandwidth is calculated according to the following formula:

RequBandwidtim

FreeBandwidth= (FreeBandwidth- RetuandWiG)tE%— StreamCopyRateé

(4.4)

This rule is motivated by the observation that the application which wants to request some
memory needs a certain fraction
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RequBandwidth (4.5)
StreamCopyRate '

of the available memory cycles. Other threads are allowed to use the remaining fraction

_ RequBandwidth (4.6)
StreamCopyRate '

of the remaining bandwidth

(FreeBandwidtk- RequBandwidyth (4.7)

* The free bandwidth has to be greater than zero. If the free bandwidth would become neg-
ative as a result of a request, the request is denied.

FreeBandwidth>0 (4.8)

» Each thread with a guarantee is assigned its own processor
NumGuarantees 1<NumCPUs (4.9
FreeCPUs= NumCPUs NumGurantees (4.10)

» The free bandwidth is equally shared among the free processors

... .. FreeBandwidth
BandwithLimit = FreeCPUS (4.11)

Based on the measurements of the STREAMS-benchmark with 2, 3 and 4 CPUs and 2 memory
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Fig.4.5: Memory-bandwidth capacity reservation

banks (see table 4.2) we have plotted the bandwidth limits depending on the number of CPUs,
which has to be chosen in the presence of one thread requesting a certain amount or bandwidth
(see figure 4.5). For example, a request for 60 MB/sec limits the bandwidth of all other threads
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to 35 MB/sec in a machine with 4 CPUs, to 56 MB/sec when 3 CPUs are available, and to 87
MB/sec in a dual-processor configuration.

It is clear that these rules of thumb based on simple assumptions impose a lot of restrictions in
the presence of a real-time application requesting bandwidth reservations. But our measure-
ments did not allow less restrictive rules. Further research will focus on better rules in order to
utilize the available bandwidth while simultaneously granting an execution free of memory
stalls.

In our prototype implementation we added the admission control policy to the priocontrol func-
tions of the time-sharing scheduler. The tunables like number of processors and available band-
width have to be determined in the boot procedure.

The throttling policy is added to the tick-processing of the time-sharing scheduler.

If a thread exceeds the imposed limit in memory bandwidth, its idle-loop count for the TLB-
miss handler is increased. The update of the CPU register holding the loop-count is done at the
next return from a trap. Note that the tick-processing is done by an interrupt thread which might
run on another CPU. Therefore the tick-processing is not allowed to set the CPU-register used
in the TLB handler.

After a few ticks, the memory bandwidth is adjusted to the imposed limit. In order to smooth
bursts in the memory access, we added a smoothing function in the calculation of the used band-
width.

4.2.3 Proof of Concept

To demonstrate the benefit of process cruise control, we ran the video-image application used
in section 4.2 to demonstrate the negative effect of memory preemption. As this application has
a demand for 61 MB/sec, 108 MB/sec of free bandwidth can be used by the remaining 3 CPUs.
This implies a bandwidth limit of 36 MB/sec for all remaining processes. Our measurement (see
figure 4.6) clearly demonstrated that a specified execution rate of 24-25 frames per second can
be maintained even if processes are running on other CPUs which try to reach a memory load
of more than 200 MB/sec.

4.3 Conclusions

The mutual influence of tasks in a real-time environment goes far beyond the sharing of process-
ing units. Several resources which cannot be shared in space like memory bandwidth, intercon-
nect bandwidth, battery power, or cooling capacity are critical for applications with predefined
service rate objectives.

We have to bear in mind that we cannot conclude from the behavior of single tasks to the behav-
ior of a system with those tasks running concurrently. The predictability of a system is low, if
the execution of one task is influenced by the execution of other tasks in a time-multiplexed en-
vironment. Before we can control the interference, we have to register all events which can
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Fig.4.6: Soft-realtime video-image processing with Process Cruise Control

cause a potential performance impact. The next step is the development of mechanisms and pol-
icies to enforce limits and to provide guarantees for critical resources.

To avoid the malicious effects of memory preemption, we have developed a complete memory-
bandwidth reservation scheme. The basis of scheduling decisions is information derived from
event counters in the hardware.

The prototype implementation of memory bandwidth reserves in Solaris 2.x demonstrates the
feasibility of our design. We can effectively isolate real-time threads from the timing and mem-
ory-access characteristics of other threads running on different processing units. A new mech-
anism calledProcess Cruise Contrghaintains the execution speed of soft real-time applica-
tions in a multiprocessor environment. Applications of other scheduling classes (e.g., Time-
Sharing) which operate with low memory demands, run at full speed, whereas applications with
high memory demands will be throttled in their speed of execution and executed with lower pri-
ority.

Process Cruise Contrdias proved to be an effective reservation system for unmodified appli-
cations in a production environment, but it is not yet general enough to handle arbitrary interac-
tion among applications and memory. So far, we have concentrated on reservations for memory
access from CPUs. Other issues, such as the effects of DMA or cache-flushing/invalidation are
not addressed in our current prototype. We expect that our design could be implemented in other
operating systems with comparable effort.
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Computation is more than modifying data. It comprises data modification as well as data move-
ment. The more the gap between CPU speed and memory latency is widening, the more the fo-
cus of scheduling has to shift from the management of CPU-activity to the management of data.
Data management has to concern spatial as well as temporal aspects on different levels of the
memory hierarchy from caches down to the disks. In the next subsections we discuss examples
of data structures, mechanisms and policies in the field of scheduling that are tailored to the spe-
cial needs of advanced processor architectures. Neither claim the presented examples to be the
final solution, nor are they proved by an implementation. But they should make operating sys-
tem designers sensitive to the issue of memory consciousness and motivate them to revise their
designs.

5.1 Memory-Conscious Data Structures

Over the past 40 years operating system structures have been established which can be found in
almost all teaching books. These structures arose in a time where the speed of processing units
was equivalent to the speed of memory, whereas the size of memory was very limited. As the
speed of CPUs was slow, the operating system designers tried to minimize the number of in-
structions for operating system functions while at the same time the memory used for runtime
information was minimized.

Today the situation has changed, but these old concepts are still in use and deeply buried in con-
temporary operating systems. In the next subsections we propose three criteria for memory-con-
scious data structuresacheability prefetchabilityandmapability

5.1.1 Cacheability

The memory layout of a data structure should facilitate the fast access of frequently referenced
elements. The closer frequently referenced data are grouped in memory, the lower is the proba-
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bility for conflict misses on all levels of the cache hierarchy. This design principle can be applied
in the case of virtual as well as physical memory to efficiently use both, virtually indexed caches
and physically indexed caches. An example is given in figure 5.1. Two records A and B of the

7/ ) Record A /AN frequently referenced
NN Record B ZAY] seldom referenced

Sequential allocation Merged allocation

omooo/’/////////////////////A
X400 0000
OxOSOOWW

0x0C0U 00
ermmiiiiiiniihnnnaek

0x0000
0x0400

g e
L AIIIIIIIIIINININNOK0C00
ittt
Ox2407 AT A TR 011400
0x230MAARMRMMIMNIININNNNNY ey |oxasoo
0x1COGNNNNNNNNNNNNNY UMMM [0x1600

Fig.5.1: Sequential and merged allocation of data records

A A A A A A A

same type have to be allocated in memory. The header of both records is frequently referenced.
With sequential allocation both headers are mapped on the same cache lines in an architecture
with direct-mapped 4KB first-level data cache. The consequence are many conflict misses. Fur-
thermore, two TLB-entries are necessary to map the headers from virtual to physical address
space if we assume pages of 4KB.

If the structures are merged so that the headers reside side by side in memory, mapping conflicts
can be avoided and a single TLB-entry is sufficient because the spatial locality is improved. Re-
ordering structures in memory is an common technique that is frequently found in the applica-
tion development to better utilize caches (e.g., matrices that are referenced in the same dimen-
sion with the same indices at the same time are merged into a compound array). But a require-
ment of this technique is that all records of the same type reside in consecutive memory blocks,
a property which is rarely found in operating systems of the past.

5.1.2 Prefetchability

Modern processor architectures offer the feature of non-faulting prefetch-operations transfer-
ring data from memory into a lockup-free cache. The goal of prefetching is to overlap execution

with data movement. Prefetching operations are of high value if the processor has to browse
over a large data set in search- and update functions. A prerequisite of prefetching is

» a knowledge of coming demands so that data can be fetched in time,
* a high spatial locality, and

* a TLB mapping for the data in question, because prefetch operations are non-faulting.
This means that they do not throw an exception if there is no mapping.
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5.1.3 Mapability

Records that are logically connected and that will be referenced in the same temporal context
should be allocated in physical memory so that there are no mapping conflicts (see subsection
2.2.5.2Page Assignment and Page Re-Coloyinfa good allocation is impossible due to the
dynamic behavior of the operating system, only records that will be referenced within the same
temporal context should reside on a page to promote page re-coloring. Furthermore, the number
of allocated pages should be minimal to avoid TLB-misses.

5.1.4 Example

Because of address space limitations, data structures of today’s operating systems are allocated
on demand and linked by pointers. An example is the linkup of the kernel-thread structure
kthread in the Solaris 2.x scheduling architecture (see figure 5.2). All kernel threads are linked

n 2 1 0 dispq(]

A
dg_first l dg_last cpu_disp.dispq

kthread

t_link L

kthread

kthread t Tink

t\,Or (%

kthread

- Tink L -
kthread

kthread

—

N vs'%

stack .

Fig.5.2: Linkage of theéthread structure

by a double linked listt(next , t prev ). Each thread belongs to a scheduling class. E.g., a
thread that belongs to the time sharing scheduling class hastaditd<s ) to its time-sharing
class-specific thread structurepfoc ). All threads of this class are connected in a double
linked list ¢s_next ,ts_prev ) as well. The priority dispatch queues are established by a unidi-
rectional linked chaindg_first , t_link ) and a pointer to the tail of the quede_(ast ). In

a multiprocessor it is necessary to know the CPU on which the thread had lasttrepuoi (
Furthermore, each CPU owns an array of dispatch queisgs]( ).

Each recordthread is allocated by a general-purpose memory allocator without any respect
to the relationship to other records. The consequence of this design are many memory frag-
ments. Memory fragmentation implies the following drawbacks:
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» Lack of mapability:
Because of the erratic memory allocation, most of the records reside on different pages
and co-reside with records of a different context, although the size of the record is so small
(280 bytes see table 5.1) that several records would fit into a single page. While updating
all records, each record is responsible for an exception due to a TLB miss. Additionally
the structure cannot benefit from page re-coloring.

 Lack of prefetchability:
Periodically, the functioms_update()  in Unix System V.4 has to update the scheduling
parameters of all runnable threads in the time-sharing scheduling class. Despite the
knowledge of the succeeding threadrext ) the record is not prefetchable because the
access to the successor’s data residing on another page will cause an exception.

» Lack of cacheability:
The thread records and the corresponding class specific thread structures are distributed
over the address space and therefore rise the probability for conflict misses. Despite of be-
ing referenced together entries of both records are not grouped thus they could share
cache-lines.

Type of record | sizeof() in bytes
kthread 280

tsproc 32

cpu 592

Tab. 5.1: Size of kernel structures

According to the rules for memory conscious data structures we propose a scheme for the allo-
cation and organization of the thread structures. The kernel-functions that should benefit most
from the new design are:

* swtch() +resume() : Election of a new thread and the switch to it
* setfrontdq() + setbackdq() : Enqueueing of a thread in the dispatch queue
* ts_update() : Update of scheduling parameters

We propose the following key-aspects of the new design:

(1) The kernel and the class-specific thread structure should be allocated together in a single
block because they are referenced in the same temporal context. To allow cache-line align-
ment of both structures even for large cache-lines (128 bytes), we designate 384 bytes for
thekthread -structure and 128 bytes for the class-specific structuretéprge, ). There-
fore we allocate 512 bytes for each thread. If this space should not be sufficient for an ex-
otic scheduler, the scheduler could allocate additional memory and link it with the struc-
ture.
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(2)

Additionally the dispatch-queue array and the cpu structure should be allocated together
as well because they are referenced in every switching and queueing fusvatiog), (
resume() , setfrontdq() ,setbackdg() ).

With 64-bit addressing there exists no caps for the address-space. Instead of dynamically
allocated structures we recommend a static array (see figure 5.3) that has a size which can
be configured according to the demands of the system. Overestimation of the demands is
not a problem because only virtual memory has to be allocated at boot time. A special al-
locator is responsible for the proper assignment of physical pages so that a continuous vi-
rtual memory region is mapped on physical pages with continuously colored pages.

An additional improvement is the partitioning of the second level cache:
Stacks, thread-structures and the cpu/dispatcher records belong to different sets of page
colors so they cannot interfere (see also subsection 4.1.1).
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Fig.5.3: Static array of compound thread records
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(3) Instead of pointers to link up thread structures, we recommend thread identifiers which
will be resolved to pointers by a hash function. Resolving identifiers offers the benefit that
a structure can be moved to another address without the danger of stale references. A
pointer that corresponds to an identifier may be cached, but the identifier has to match an
entry of the referenced record. If the identifier does not match, it has to be resolved by the
hash function. Because of the static array there is no danger of an illegal reference. How-
ever the check of the matching identifiers has to take place under the protection of a lock.

(4) Periodically the array should be rearranged so that the most frequently running threads
have their records in only a few pages. With it we can avoid TLB-misses and we can pre-
fetch the record of the thread that is designated to run on the CPU next. We even have the
possibility of prefetching the top entries of a thread’s stack to speedmpuie() func-
tion.

This example demonstrates that it is possible to design memory-conscious data structures with
the property of cacheability, prefetchability, and mapability, if we need not take care for a small
address space. The benefit of reduced TLB-overhead and of saved stall-cycles due to faster
memory access makes up for additional operations for reference look-up, memory mapping, and
record-movement.

5.2 Total Speed Control

The striving for speed is a driving force of computer science. But speed is nothing without con-
trol if we have crossing data paths causing congestion under high load.

One approach to reduce the load caused by competing components is the reduction of their
speed of execution (see section Rrécess Cruise ContrplHowever, most of the critical re-
sources are fed by FIFO buffers to improve the throughput, to avoid synchronous data transfers,
and to bridge different clock frequencies. Several throttled components can fill a buffer if they
submit their requests within a small time window. If the buffer is filled, an unleashed component
has no chance to bypass the other requests and will therefore not get the assigned share of the
resource. To prevent filled buffers we have to throttle some components far below the value that
is reasonable if we take the total capacity and the reserved capacity into consideration. E.g., in
the example in subsection 4.2.2 we have to throttle down 3 CPUs to 35 MB/s if 60 MB/s are
requested in a machine with more than 400 MB/s total capacity. In this example the reason for
the buffering of memory requests lies in the bus system of the SUN X000 architecture support-
ing split transactions and several outstanding memory reads.

Another approach is to exchange the buffers by priority queues. Priorities alone are not suffi-
cient to moderate the access to timely shared resources because priorities cannot consider the
long- and middle-turn behavior of components submitting requests in bursts. But they are best
suited to deal with bursts in the short term.

A combination of speed control and prioritized queueing seems to be a prospective solution to
control and maintain the speed of execution without sacrificing system throughput. Now the
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task of the scheduler is to determine the time, location, speed, and priority of a thread’s execu-
tion using measurements from counters in all active components of the system so that a request-
ed service can be provided. The concept of the priority queues has to be applied to all crossings
on the data path: CPU—shared caches—system interconnect—-memory—I/O. It also has to be ap-
plied to all crossings on the data path in the operating system, e.g., /0O buffering (buffer caches,
streams buffers) and VM-subsystem.

Summing up this considerations we want clarify, that there should be no activity or data move-
ment which is not assigned to an active entity under the control of the scheduler.

5.3 Towards Optimal Affinity Scheduling

The user-level scheduling approach presented in chapter 3 considers the locality behavior of in-
dividual threads at runtime. An additional optimization is possible if we look at the interaction

of threads on the same memory regions by comparing their working set. In section 2.2.3 we used
TLB information to find cooperating processes on kernel level. For fast interaction a user-level
readable TLB would be necessary, as fast accessible as the processor cache and with a fine res-
olution in the range of 1 KB. This could be a feature of new processor generations.

The knowledge of synchronization events is an alternative way to identify cooperating threads.
Cooperating threads can be collocated at the same processor, whereas a compromise between
collocation and load balance has to be made. To decide an ideal point defined by the location
and timing of execution, we define gravitational and repulsive forces between threads by the fre-
guency and extent of information sharing.

The forces influence affinity in a metric space, so that threads migrate near to their (sub)optimal
operation point. This affinity model resembles the computational field model for migrating ob-
jects proposed ifTok90].

A threadA running on processof with a great cache affinity exerts a gravitational force on
threadB running on processof with just a small cache affinity. Thre&dexerts the force by
increasing the affinity of thredslto processoK each timeA synchronizes witlB. The value

used for increasing the affinity depends on the size of the memory region shared by the two
threads (see figure 5.4).

Likewise the approach to estimate a thread’s footprint in the cache (see section 3.3.1) we use the
number of cache misses occurring during the modification of the shared-memory region as the

basis of the affinity adjustment.

Cooperating threads with a high compute load and rare synchronization events exert repulsive

forces on each other (see figure 5.4). Threads showing this behavior can be recognized by a high
number of cache misses and a long time-frame between blocking events. If these threads run on
the same processor they decrease the affinity of their synchronization partner. Threads with a
low affinity can be caught by an idle processor.

Threads with low affinity sharing a memory region which is large compared with the private
working set exert aggregative forces on each other (see figure 5.4). Before unblocking, the af-
finity values of a synchronization partner will be modified in a way that the partner will run up
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threadA running
on processoX

threadB running
on processoY

shared memory

repulsive force

Fig.5.4: Attracting and distracting
aggregative force threads
* *

on the same processor as the unblocking thread. The aggregative force is influenced by the num-
ber of cache misses on shared and thread-private memory regions.

The proposed strategy has the potential to come closer to the optimum operation point of all
threads concerning location and timing of execution. By introducing gravitational and aggrega-
tive forces, the number of cache misses of cooperating threads can be reduced, while compute-
intensive threads with low synchronization rate exerting repulsive forces can be distributed very
easily.
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The nature of operating systems is changing as the focus of computing shifts from the processor
to the memory. The research presented in this dissertation has concentrated on the gathering and
usage of memory access patterns in the area of user-level as well as kernel-level scheduling, yet
covering both time-sharing and real-time aspects.

Beside the questions when a task has to be executed and which CPU should be used, we have
enlarged the freedom of scheduling to a third dimension, the speed of execution. The control
over the speed of execution has proved to be an unrenounceable element to manage the access
to many resources which are shared in time.

6.1 Contributions of this Research

The quality of a schedule can be improved if we know exactly about the interaction between the
resources of interest. Apart from timing information and I/O related interrupts memory access
information gathered in event counters and memory management units of advanced computer
architectures provides a valuable source of information to improve the quality of scheduling de-
cisions concerning efficiency and predictability.

On the coarse level of page access we have developed a new approach for evaluating the cache-
related performance impact of virtual memory and in particular a dynamic scheduling policy to
alleviate the cache effects directly following a context switch.

Sharing of memory pages is a common case in multi-programmed computers. The virtual mem-
ory subsystem provides the necessary information about the existence and intensity of sharing.
Follow-On Schedulingxtracts this information and schedules related threads sharing many
pages so that they follow upon each other when being executed. In an environment with correct
page coloring and cache-conscious system software, follow-on scheduling represents an essen-
tial step towards kernel support for the efficient use of caches.
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Memory access patterns on the fine grained level of cache access can be gathered by evaluating
counters of the processing unit and of the cache-controller. This research demonstrates how to
use cache-miss information in different scheduling strategies to improve the cache affinity and
to reduce the number of cache misses. In order to compare conventional strategies with our nov-
el ones, we have designed and implemented the architecture Bfldémgen Lightweight

Thread Environmer(ELITE), a user-level runtime system, offering the possibility of easily im-
porting new affinity strategies. The conventional scheduling strategies using timing information
offer the best trade-off between scheduling overhead and performance gain due to better locality
in multiprocessor architectures with uniform memory access and low memory latency. One of
our novel strategies using cache-miss information is based on a Markov model to estimate the
cost to establish the footprint of a thread after restarting it (the reload transient). This strategy
offers the best process reordering in scalable architectures with non-uniform memory access de-
spite its algorithmic overhead. The higher the memory latency, the better the performance gain
will be because of the usage of memory access patterns in novel affinity strategies making a fine-
grained architecture-independent programming style possible.

The mutual influence of tasks in a real-time environment goes far beyond the sharing of process-
ing units. Several resources which cannot be shared in space like memory bandwidth or inter-
connect bandwidth are critical for applications with predefined service rate objectives.

To avoid the malicious effects of memory preemption, we have developed a complete memory-
bandwidth reservation scheme. The basis of scheduling decisions is information derived from
memory-access counters in the hardware. A new mechanism Patleglss Cruise Control
maintains the executiospeedof soft real-time applications in a multiprocessor environment
and throttles other applications with high memory demands in their speed of execution.
Process Cruise Contrdias proved itself as a viable approach to effectively isolate real-time
threads from the timing and memory-access characteristics of other threads running on different
processing units.

6.2 Future Directions

We have learned a number of lessons based on our experience with memory access patterns. The
mutual influence of all components on the crossing data paths inside a multiprocessor architec-
ture is much higher than expected at the beginning of our research efforts. We believe there is
tremendous potential to be gained by exploiting information concerning the movement of data

in all levels of the memory hierarchy. This thesis demonstrated the benefits to be gained in a few
specific arenas. A long term research goal is to arrive at a holistic view of scheduling that inte-
grates all flavors of scheduling to control and predict any activity in a computer system.
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Kurzfassung

K.1 Einleitung

Die Sichtweise bei der Entwicklung von Betriebssystemen andert sich in dem Mal3, wie sich in
Rechensystemen die Leistungsengpéasse von der Prozessorarithmetik hin zum Datentransfer mit
dem Speicher verlagern.

Die Ablaufsteuerung ist das Herz der Ressourcenverwaltung. Sie steuert die Aktivitat der Pro-
zessoren und aktualisiert den Abarbeitungsplan. In der Vergangenheit besal} die Ablaufsteue-
rung zwei Freiheitsgrade. Auf Monoprozessoren konnte sie den Zeitpunkt entscheiden, zu dem
ein Aktivitatstrager vom Prozessor abgearbeitet wurde. Bei Multiprozessorrechnern kam noch
ein weiterer Freiheitsgrad hinzu: Nicht nur wann ein Aktivitatstrager ablaufen durfte wurde be-
stimmt, sondern auch, auf welchem Prozessor dies geschehen sollte.

Die Forschungsarbeiten, die in dieser Dissertation vorgestellt werden, konzentrieren sich auf die
Erfassung und Auswertung von Speicherzugriffsmustern im Bereich der Ablaufsteuerung auf
Benutzer- und Kernebene. Dabei wird sowohl der Bereich der Ablaufsteuerung unter Echtzeit-
anforderungen als auch das Gebiet des Mehrprogramm-Betriebs im Zeitscheibenverfahren ab-
gedeckt.

Neben der Frage, wann ein Auftrag ausgefuhrt werden soll und auf welchem Prozessor dies
stattfinden soll, erweitern wir die Ublicherweise betrachteten Freiheitsgrade der Ablaufsteue-
rung um eine dritte Dimension: d&eschwindigkeit der AusfuhrunBie Geschwindigkeits-
steuerung der Ausflhrung hat sich als unumganglicher Mechanismus herausgestellt, um den
Zugriff auf Ressourcen zu regeln, die im zeitlichen Multiplex betrieben werden.

K.2 Zusammenfassung

Die Qualitat eines Ablaufplans fiir Prozesse kann verbessert werden, wenn die Wechselwirkun-
gen von allen entscheidenden Ressourcen bekannt sind. Neben genauer Zeitinformation und
dem Wissen Uber Unterbrechungen, die von der Ein-/Ausgabe herrtihren, kann Information tGber
den Speicherzugriff eine wertvolle Informationsquelle darstellen, um die Qualitat der Ablauf-
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plane hinsichtlich Effizienz und Vorhersagbarkeit zu verbessern. Das Wissen tber den Speicher-
zugriff kann in Ereigniszéhlern und der Speicherverwaltungshardware gesammelt werden.

Auf der Ebene des Seitenzugriffs wurde ein neuartiger Ansatz entwickelt, um zu untersuchen,
welche Einflisse das Zusammenspiel von Cache-Effekten und virtueller Speicherverwaltung
auf die nutzbare Rechenleistung hat. Insbesondere wurde eine dynamische Strategie zur Ab-
laufsteuerung vorgestellt, welche diejenigen Effekte abmildert, die direkt nach einem Kontext-
wechsel zu beobachten sind.

Die gemeinsame Nutzung von Speicherseiten ist ein haufig anzutreffender Fall in einem Rech-
ner mit Mehrprogrammbetrieb. Die virtuelle Speicherverwaltung bietet die notwendigen Infor-
mationen an, um das Vorhandensein und die Intensitat der gemeinsamen Nutzung beurteilen zu
konnen. DieFollow-OnAblaufsteuerung sammelt diese Information und plant den Ablauf von
logisch ‘verwandten’ Aktivitatstragern, die viele Speicherseiten gemeinsam nutzen, so dal} sie
im Ablauf aufeinanderfolgen. In einer Umgebung mit korrekt eingefarbten Seiten and speicher-
bewul3ter Systemsoftware stellt éhallow-On Ablaufsteuerung einen wesentlichen Schritt hin

zu einer durch den Betriebssystemkern unterstitzten effizienten Nutzung von Cache-Speichern
dar.

Speicherzugriffsmuster auf der feinkdrnigen Ebene der Caches kénnen gesammelt werden, in-
dem die Ereigniszéhler der Cache-Steuerung ausgewertet werden. Diese Arbeit zeigt auf, wie
die Information Uber Cache-Zugriffsfehler in verschiedenen Abarbeitungsstrategien genutzt
werden kann, um die Affinitdt zum Cache zu verbessern und die Anzahl der Cache-Zugriffsfeh-
ler zu verringern. Um die etablierten Strategien mit den neuartigen zu vergleichen, wurde die
Architektur de€rlangenLightweightThreadEnvironmeniELITE) entwickelt und implemen-

tiert. ELITE ist eine Laufzeitsystem auf Benutzerebene, das eine einfache Integration neuer Af-
finitatsstrategien ermdglicht. Etablierte Strategien, die Zeitinformation benutzen, bieten einen
guten Kompromif3 zwischen Aufwand und Nutzen auf Multiprozessorarchitekturen mit unifor-
mem Speicherzugriff. Eine der neuartigen vorgestellten Strategien nutzt Information tber Ca-
che-Zugriffsfehler in einer Markov-Analyse, um den aktiven Arbeitsberéactpfint) zu be-
stimmen, der im Cache eingelagert ist, sowie den Aufwand, um diesen Arbeitsbereich nach ei-
ner Verdrangung wiederherzustellerel¢ad transient Diese Strategie bietet trotz ihres
algorithmischen Aufwands die beste Ablaufsteuerung in Architekturen mit nicht-uniformem
Speicherzugriff. Je hoher die Speicherlatenz, um so besser ist der Leistungsgewinn, der aus In-
formation Uber die Speicherzugriffsmuster gezogen werden kann. Dies macht einen fein-
korning-parallelen und architektur-unabhangigen Programmierstil erst méglich.

Der gegenseitige Einflul3 von Aktivitatstragern in einer Echtzeitumgebung geht weit tGber die
gemeinsame Nutzung der Recheneinheiten hinaus. Mehrere Ressourcen, die nicht rAumlich un-
terteilt werden kénnen, wie z.B. die Hauptspeicher- oder Netzwerkbandbreite, sind flir Anwen-
dungen kritisch, die eine bestimmte Dienstglte erbringen sollen.

Um die unangenehmen Effekte der Bandbreitenverdrangnemery preemptigreu vermei-

den, wurde eine Reservierungsstrategie fir die Hauptspeicherbandbreite entwickelt. Basis die-
ser Ablaufsteuerung ist Information aus Ereigniszédhlern der Hardware zur Speicheransteue-
rung. Ein neuer Mechanismus, docess Cruise Contrglenannt wird, halt didusfihrungs-
geschwindigkeitvon Anwendungen mit schwachen Echtzeitanforderungen aufrecht und
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drosselt Anwendungen mit hohen Speicheranforderungen und niedriger Ausfihrungsprioritat.
Process Cruise Contrdiat sich als gangbarer Ansatz herausgestellt, um die Ausfihrung von
Anwendungen mit schwachen Echtzeitanforderungen klar von anderen parallel ablaufenden
Anwendungen abzukoppeln, gleichgultig, welches Zeit- und Speicherzugriffsverhalten diese
aufzeigen.

Wir haben aus unseren Erfahrungen bei der Beschaftigung mit Speicherzugriffsmustern eine
Menge gelernt. Der gegenseitige Einflul3 aller Komponenten auf den sich kreuzenden Datenpfa-
den innerhalb eines Multiprozessors ist wesentlich intensiver, als zu Beginn der Betrachtungen
angenommen wurde. Wir konnten aufzeigen, welches gewaltige Potential in der Ausnutzung
von Lokalitatsinformation auf allen Ebenen der Speicherhierarchie liegt. Diese Arbeit konnte
den Leistungsgewinn an einigen ausgewéahlten Beispielen aufzeigen.

Ein langfristiges Forschungsziel ist es, zu einer ganzheitlichen Sicht der Ablaufsteuerung zu ge-
langen, die das Verhalten von Aktivitatstragern in allen Teilen eines Rechners vorhersagen und
gezielt steuern kann.
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